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Key |deas

1. Classical randomized assignment mechanisms satisfy three necessary
conditions: Non-zero probability, Individualism,
Unconfoundedness

2. Five popular randomization approaches that satisfy these conditions
are Bernoulli trials, completely randomized experiments, randomized
block (stratified) experiments, rerandomization, and paired
randomized experiments.

3. Conducting statistical inference accounting for the assignment
mechanism (design-conscious inference) is crucial to ensure that
statistical tests have appropriate error rates.
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Introduction

» Thus far we have used the term ‘randomization’ as an almost
mystical word, presupposing that it is obvious how one would do it
efficiently, let alone correctly.

» What randomization actually means to each of us might be quite
heterogeneous in practice.
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Introduction

» For example, one reader might view randomization in a Bernoulli
fashion, whereby there is either a physical randomization or a
computational randomization that allocates the unit into treatment
or control.

» In theory, under this approach everyone might end up in the control
(or treatment) group, but with large enough samples this probability
becomes vanishingly small.

> Another reader might view the randomization as taking place by first
fixing the number of units that are to be placed in treatment and
control and randomly assigning that exact number to each.
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Introduction

» Since each unit cannot be simultaneously observed in more than one
treatment, a key role is played by the ,
which determines which data are observed and which are missing, or
likewise which potential outcome is realized for each unit.

» We focus on five major randomization approaches that satisfy the
necessary conditions of classical randomized assignment
mechanisms:

1.

A

Bernoulli trials

Completely randomized experiments
Randomized block (stratified) experiments
Rerandomization methods

Paired randomized experiments
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Outline

Three Running Examples
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Three Experimental Examples

» We use three running examples to make the key points in this
chapter.

> They are useful as we present our inferential framework to help draw
out the assumptions underlying modern-day randomization
approaches, and what a researcher can do when something goes
awry.

> We present a framework for thinking through the importance of
chance imbalances and discuss how to conduct randomized
assignment of treatment considering their possibility.

Textbook section 6.1
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Lazear, Malmendier, and Weber (2012)

» Authors recruit undergraduate students from various colleges to
partake in a dictator game.

> Interestingly, in one treatment dictators could choose to participate
or not, earning the full payment if the latter.

» The authors find with sorting that average sharing falls substantially,
due to self-selection.

> This represents a
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Lalonde (1986)

> NSW was a transitional, subsidized work experience program
designed to help disadvantaged workers move into the labor market
and assist in finding regular jobs.

» To much resistance, the NSW work experience program assigned
qualified applicants randomly to the treatment.

> Lalonde (1986) finds an earnings increase of approximately $1,000,
highlighting its efficacy, representing a
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Bruhn, de Souza Le3o, Legovini, Marchetti, and Zia (2016)

> Authors work with 892 Brazilian public high schools to implement a
financial education curriculum integrated into their conventional
curriculum.

> All schools were requested to identify one classroom of rising
eleventh grade students, of which the authors formed a sample and
randomized treatment.

> Treated classrooms exhibit greater financial proficiency and
graduation rates, highlighting an effective use of a
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Our Three Running Examples

Study Experiment Units Control Condi- Treatment Outcomes Randomization
Type tion Condition Approach

Lazear, Mal- Lab experiment Students from Dictators (in a Opportunity to Choice of Completely ran-
mendier, and Universitat dictator game) sort out of the sorting domized experi-
Weber (2012) Pompeu Fabra, with no sorting dictator game ment

Universitat opportunity endowment

Autdnoma de sharing

Barcelona, and

UC Berkeley
NSW (Lalonde Framed field ex- Economically- Control group Treated group In-Program and Completely ran-
1986) periment disadvantaged who applied but receiving full Post-Program domized experi-

adult male received no work-experience Earnings ment

workers from 10 program program

major U.S. resources support

cities
Bruhn, de Framed field ex- High schools Control group Treated group Multiple, Matched-pairs
Souza  Ledo, periment (and students of schools who of schools including survey randomization
Legovini, therein) in 6 participated in receiving measures of of schools
Marchetti, and states in Brazil surveys and financial student
Zia (2016) testing education financial

materials and proficiency and
teacher training graduation
rates

[Table 6.1 in the Textbook]
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Outline

Classical Assignment Mechanisms
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Classical Assignment Mechanisms

> To attribute a causal interpretation to the covariance between two
random variables we leverage the potential outcomes model.

» In our model, the role of the assignment mechanism into either
treatment or control, Z; € {0,1}, is crucial.

» The assignment mechanism, Z, is the process that determines
unit-specific treatment status and therefore determines which data
are missing and which are observable.

Textbook section 6.2
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Classical Assignment Mechanisms

» Three basic restrictions must be met to be a classical randomized
assignment mechanism:

1. Non-zero probability condition: every unit has a non-zero
probability of each treatment value, and the researcher controls the
functional form of assignment probabilities.

2. Individualism: assignment of each unit to treatment is orthogonal to
the outcomes and assignments of other units.

3. Unconfoundedness: assignment of each unit to treatment is
orthogonal to potential outcomes.
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Classical Assignment Mechanisms

» In the literature, five popular randomized experimental approaches
have arisen that satisfy these three restrictions.

» The key difference between these five types revolves around the
assignment mechanisms imposed.

» We will learn that as we impose greater restrictions on the
assignment mechanism, we can increase the precision of the
estimated treatment effects.
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Outline

Classical Randomization Approaches
Bernoulli Trials
Completely Randomized Experiments
Randomized Block (Stratified) Experiments
Rerandomization Approaches
Optimal Stratification with Matched-Pairs Design
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Classical Randomization Approaches

» In this section we want to understand: What are the different
randomization approaches?

» To begin, we assume that we have access to a finite sample of
experimental units of size N.

> For each unit i =1,..., N, we observe a triplet (Y;, D;, X;)
consisting of an outcome Y;, treatment assignment D;, and a
(potentially large) set of baseline covariates X; available at the time
of randomization.

> For simplicity, we begin with the case of a binary treatment,
D; {0, 1}

Textbook section 6.3
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Classical Randomization Approaches

» We denote with bolded letters the vector of treatment assignments
and potential outcomes, and the matrix of covariates across units.

» We will maintain the SUTVA assumption, meaning that observed
outcomes can be related to potential outcomes in this way:
Yi = D;Yi(1) + (1 - D;)Y;(0).

» Our choice of randomization approach will, effectively, “reveal” one
of the two potential outcomes.

> We have in mind that a researcher has a fixed design in mind,
informed by their error rate, statistical power, and minimum
detectable effect considerations.
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Bernoulli Trials

» Perhaps the most straightforward classical randomization approach
is a simple

> For Lazear, Malmendier, and Weber (2012) this would mean that as
students arrive at the experiment, a coin is flipped and a “heads”
outcome sends the student to the control room and a "tails”
outcome sends them to the treatment room.

» Under this approach, the unit-level probability of treatment is
therefore 0.5, and because the coin tosses are independent, the
product of the probabilities determines the various assignment
probabilities in aggregate.
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Bernoulli Trials

> We will speak of the as a function
providing a complete description of the mapping of individuals to
treatment assignments.

» In the case of a Bernoulli trial, this is quite familiar:
P(D | Y(0),Y(1),X) =P(D; | Y;(0), Y;(1), X))N = (0.5)" (6.1)

» Bernoulli trials are simple to understand, but practical considerations
often limit their use.

> With a small N, in this case 10 units, almost one-fifth of cases will
have an extreme treatment allocation, although this likelihood
shrinks rapidly with the sample size of the Bernoulli trial.

> Such extreme allocations can affect power.
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Chance of Extreme Treatment Allocation in Bernoulli Trials

Fraction of 1,000 Iterations with Less than 40 Percent in Treatment

N

10 0.175
20 0.137
50 0.047
100 0.016
500 0

[Table 6.2 in the Textbook]
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Completely Randomized Experiments

» With small sample sizes a simple Bernoulli trial approach runs the
risk of a stark imbalance in the sample number and composition
across treatment and control groups.

> To avoid such randomization issues, most analysts do not employ
Bernoulli trials.

> Instead, the researcher might fix the number of units assigned to
treatment and control and randomly allocate accordingly.
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Completely Randomized Experiments

» The simplest randomization approach for fixed treatment
proportions, and the most common approach in experimental
economics in this spirit, is a

» In a CRE of N units, N, are assigned to treatment condition
(D; =1) and N. = N — N, are assigned to the control condition
(D; =0).

» The proportion 7 = % constitutes the target fraction of overall
units that are to be assigned to treatment.

> To rule out uninteresting scenarios, we assume 7 € (0,1), that is,
that the probability of assignment to treatment is non-extreme.
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Completely Randomized Experiments

> The CRE is the approach taken by Lazear et al. (2012) and the
NSW examined by Lalonde (1986).

> As the name CRE suggests, this randomization approach treats each
unit symmetrically, assigning it to treatment or control conditions
with the same probability as all other still-unassigned units.

» In the case of the simplest CRE, the assignment mechanism satisfies
that for any realized assignment vector D:

NN

P(D | Y(0),Y(1),X) = —

(6.2)
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Completely Randomized Experiments

» Under the above CRE, with N; units assigned to treatment we have:

(1-D)Y;| =E[r] (6.3)

C-:l

N
=

1 & 1
E|—S"DY, - —
Ntl; N,

» That is, a simple difference of means yields an unbiased estimate of
the average treatment effect.
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Completely Randomized Experiments

> Relative to Bernoulli trials, this approach presents the advantage of
ensuring that treatment status among the N units in the experiment
is balanced, avoiding the risk of extreme assignments that we saw
earlier.

> However, there is an uneasiness that arises in practice that applies to
the CRE as well as the Bernoulli trial.

» While randomized treatment assignment in a CRE balances potential
outcomes and all other characteristics on average, these may not be
balanced in any particular randomization.

» This means that using a CRE you admit that there is a chance
imbalance on covariates that are likely predictive of potential
outcomes of interest.
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Completely Randomized Experiments

» In practice, this situation may mean that outcome differences
between treatment and control groups in your sample are driven by
differences in baseline covariates rather than treatment assignment.

» More formally, the is given by:

1

1 N
E|—S DY — — D
Nt; N

(1-Dy)Y;
1

#Eln] (64)

N

c .
1
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Completely Randomized Experiments

> In this case, our randomization that was (and is) ex-ante unbiased
may be ex-post biased conditional on actual treatment assignment.

> In particular, by the law of iterated expectations, we recover the
ex-ante expectation:

1 ¢ 1
Ep |E |52 Di¥i— - (1-D)Yi|D
=1 =1 (65)
1 z"’: 1 z"’:( DY
=E | DY — — 1-Dy)Y;
tio1 Ne i=1

where we use Ep[-] to clarify that this expectation is taken over all
assignments.
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Intuitive Sketch of Ex-Ante Versus Ex-Post Bias in
Randomized Experiments

ex-ante bias

T

_] > ex-post bias

[Figure 6.1 in the Textbook]
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Completely Randomized Experiments

| 2

To provide a bit more empirical substance behind the above concern,
we consider the NSW social policy framed field experiment described
above (Lalonde, 1986).

Recall that our aim is to provide a sense for how, in an experiment of
typical size, issues of imbalance on covariates might arise quite easily.

To demonstrate, we mimic a researcher employing a CRE with the
722 participants found in the NSW data.

Under this assignment approach, 361 individuals are randomly
assigned to the control condition (no program benefits) and 361 to
the treatment condition (full suite of program benefits) without
regard for their baseline characteristics.

For comparison purposes, we do the same exercise with the data
from Lazear, Malmendier, and Weber (2012), and we start our
discussion there.
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Covariate Balance with Complete Randomization (Lazear,
Malmendier, and Weber 2012)

Mean (SD)
Covariates Type Control  Treatment Difference of means (p-value)
Female Proportion  0.53 (0.50)  0.53 (0.50) 0.00 (0.99)
Socio-economic Status: Middle Class Proportion  0.39 (0.49)  0.46 (0.50) -0.07 (0.34)
Socio-economic Status: Upper to middle  Proportion  0.33 (0.47)  0.29 (0.46) 0.03 (0.66)
Age Group: Undergraduate Student Proportion  0.86 (0.35)  0.86 (0.35) -0.00 (0.95)
Major: Business or Economics Proportion  0.31 (0.47) 0.32 (0.47) -0.01 (0.91)
University: Berkeley Proportion  0.54 (0.50) 0.54 (0.50) 0.00 (0.99)
University: Pompeu Fabra Proportion  0.27 (0.44)  0.26 (0.44) 0.01 (0.93)
0 Siblings Proportion  0.11 (0.31)  0.08 (0.28) 0.03 (0.58)
1 Sibling Proportion  0.49 (0.50) 0.48 (0.50) 0.02 (0.82)
3 or more Siblings Proportion  0.14 (0.35)  0.14 (0.35) 0.00 (0.97)

[Table 6.3 in the Textbook]
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Covariate Balance with Complete Randomization (NSW)

Covariates Type Control Mean Treatment Mean Difference of means
(SD) (SD) (p-value)

High School Dropout  Proportion 0.81 (0.39) 0.73 (0.44) 0.08** (0.01)

Black Proportion 0.80 (0.40) 0.80 (0.40) -0.00 (0.96)

Hispanic Proportion 0.11 (0.32) 0.09 (0.29) 0.02 (0.42)

Married Proportion 0.16 (0.36) 0.17 (0.37) -0.01 (0.70)

Age Mean 24.45 (6.59) 24.63 (6.69) -0.18 (0.72)

Years of Schooling Mean 10.19 (1.62) 10.38 (1.82) -0.19 (0.14)

Num. Kids under 18 Mean 0.31 (0.85) 0.34 (0.84) -0.03 (0.64)

Real Earnings 1974 Mean 3,672.49 (6,521.53) 3,571.00 (5,773.13) 101.49 (0.83)

[Table 6.3 in the Textbook]
> The statistically significant different in one of the participants
characteristics signals a potential threat to the internal validity of
the experiment
» High school dropout status may be correlated with earnings
post-treatment.
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Covariate Balance with Complete Randomization (NSW)

» How unlikely is this one randomization?

500 |

450
400
350

300 -
250 |
200

Number of trials

150
100

- .

o-

T T T T T T T T T
(o] 1 2 3 a 5 6 7 8
Number of unbalanced covariates

*Complete randomization

[Figure 6.2 in the Textbook]
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Completely Randomized Experiments

» Our illustration raises two important questions:

1. Knowing that imbalances may lurk in a CRE, what should a
researcher do in the design phase?

2. If a researcher has already conducted her randomized experiment and
finds meaningful imbalances on covariates that are likely predictive of
potential outcomes, what should she do? ?

1We will spend the majority of this chapter on the first questsion. The second question will be
examined in detail in chapter 14.
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Randomized Block (Stratified) Experiments

> Fisher and Gosset (“Student”) both criticized the use of CREs in
agricultural field studies when the researcher had information about,
and access to, pre-treatment covariates that are predictive of the
outcome.

> They went as far as saying that it “would be pedantic to continue
with an arrangement of plots known beforehand to likely lead to a
misleading conclusion” (Student, 1938).

» In this section, we discuss an approach that can avoid this potential
bias of CREs in the randomization stage.

» Our first point of departure from CREs is a particular restriction on
the form of the assignment mechanism:
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Randomized Block (Stratified) Experiments

> Suppose that the full set of pre-treatment covariates X; is discrete or
can be appropriately discretized.

> For example, in the lab experiment above we consider only gender.

> And, for the NSW data assessed above, we ignore the pre-treatment
earnings measure (which is continuous).
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Randomized Block (Stratified) Experiments

> In this case, we can imagine taking the full set of the remaining
seven covariates and using each unique combination of values X = x
as a complete characterization of the pre-treatment covariates.

» In the literature on the design and analysis of randomized
experiments, x is often denoted as a or of
experimental units.

> Coarser definitions of strata are possible, and may be required if
there are not at least two units in a given stratum.
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Randomized Block (Stratified) Experiments

» More precisely, if the covariate space is X, we map X into strata
according to mapping S : supp(X) — S with S a finite set.

> We use S; to denote the stratum assignment of unit i.

> Typically, this mapping yields mutually exclusive and exhaustive sets
of covariate value combinations Xi, ..., Xs so that UsXs; = X, and
XsNXy =0 ifs#£s.

> As a shorthand, we use the subscript s to denote the relevant
subcomponents for all units with S§; = s.
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Randomized Block (Stratified) Experiments

> Under this assignment mechanism, our CRE logic is taken to each
stratum.

» In particular, first units are mapped to their stratum, and then a
CRE proceeds within each stratum.

> Of the total N units, N; s are assigned to the treatment condition

(Di =1) and N. s = Ng — N, s are assigned to the control condition
(D; =0).

» The proportion 75 = A,I\‘,'s constitutes the target fraction of

stratum-specific units that are to be assigned to treatment.
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Randomized Block (Stratified) Experiments

> To most closely agree with existing empirical practice and rule out
edge cases, we assume 75 € (0,1) for all strata s.

» More formally, the assignment probability within each stratum
satisfies:

PD(s) | Y.(0). Ye(1): X)) = TS (66)

» How does this fit within the two CRE examples?
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Randomized Block (Stratified) Experiments

» For the laboratory experiment, this approach begins by splitting
people into two groups: female and male.

» Then, within each group, we use a CRE to allocate the fixed number
of individuals into treatment and control.

> By design, there will be no imbalance and the design is maximally
powered to explore gender differences in treatment as well.

> Importantly, the restriction 75 € (0,1) rules out at least one
randomization that yields extreme assignments within a stratum.
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Randomized Block (Stratified) Experiments

» For example, for the NSW data, if we define strata in terms of the
seven discrete covariates, then requiring non-extreme treatment
assignment within each stratum rules out randomizations where:

> half the overall sample is assigned to treatment, BUT

> some strata have exclusively treated or control units — precisely the
concern that motivated notions of blocking in the first place.
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Randomized Block (Stratified) Experiments

» Using blocking in random assignment presents the researcher with,
at least, four potential advantages:

1. By construction, stratified random assignment leads to exact balance
on a discrete space of covariates, modulo indivisibilities of the sample
size.

2. Stratified assignment ensures that teatment-control contrasts within
a stratum are interally valid estimates of the CATE by construction.

3. Stratifying in advance of estimating CATEs demonstrates to the
reader that the subsample analysis presented in their research was
planned and not a result of "data mining” or "fishing".

4. Even if CATEs are not the highest order priority, having the ability to
estimate them increases researcher ability to speak to generalizability.
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Randomized Block (Stratified) Experiments

» How useful is blocking in a practical sense?

» Returning, again, to the NSW framed field experiment, we consider
blocking assignment based on three dichotomous variables that we
consider strongly predictive of potential earnings outcomes:

>
Whether the = > Whether the
participant is a high

school dropout
(binary)

participant is

> Race (trinary)
married (binary)
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Randomized Block (Stratified) Experiments

» This approach creates 12 unique strata, or blocks, on the product
space of the covariates.

» The largest block has 380

. » The smallest block has 3
participants that are all .. .
. . participants who are all married
unmarried Black high school . .
Hispanic high school graduates.
dropouts.

» Within each of these blocks, when it is possible, half of the
observations are assigned to treatment and half to control.

» In the event of an odd number of units within a stratum, treatment
assignment is assigned completely at random.
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Randomized Block (Stratified) Experiments

» As in the CRE, we draw 1,000 random assignments to check the
number of occurrences the eight relevant covariates turn out to be
unbalanced by chance between treatment and control.

» |n each trial, we have 361 observations in control and 361 in
treatment, but now they are evenly split taking into account our
blocking so there is not a possible imbalance in the three variables
for which we stratified.
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A Little Stratification Goes a Long Way

1000
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Number of unbalanced covariates

*Stratified randomization

[Figure 6.2 in the Textbook] 48/84



Re-Randomization Approaches?

> One element that explicitly limits the application of stratified
randomization is the dimensionality of the covariate space.

» This limit may arise due to any of the following:
> a large set of distinct covariates (yielding a very fine stratification or
singleton strata)
> a single discrete covariate with a large dimensionality (such as age)
> a continuous covariate
> In these cases, a researcher often must appeal to an alternative
strategy for achieving experimental balance

> this sacrifices the (infeasible) objective of exact balance of covariate
distributions in place of balance of covariate averages and other
explicit moments of the covariate distribution

2See also Textbook Apendix 6.1 for a concise review and analysis of contemporary
rerandomization methods.
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Re-Randomization Approaches

» This represents a general problem with the three classical
randomized assignment mechanisms discussed thus far: what
happens if upon randomization there is imbalance in the X;?

» While re-randomization is not an assignment mechanism per se

> we include a discussion of re-randomization approaches alongside the
three assignment mechanisms discussed thus far because nesting a
re-randomization strategy within the three classical approaches is an
optimal design consideration.

> In a sense, we are attaching re-randomization considerations to the
classical assignment mechanisms.
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Re-Randomization Approaches

> In general, a is a function of
assignments D and covariates X that defines what an admissible
randomization is ex-ante, typically in terms of some measure of
covariate imbalance.

> Various restrictions on the form of this function serve as a convenient
way to encode many of the most popular alternatives to imbalance.
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Re-Randomization Approaches

» In this manner, given the generality of our definition, all previously
discussed approaches can be nested as a particular type of
re-randomization mechanism.

> Taking a step back, the typical approach in the social sciences is
that researchers conduct re-randomization in an ad-hoc manner.

» This means: first conducting a CRE, then checking for covariate
balance, then conducting an “eyeball” test to decide whether to
throw out the initial assignment and try again.
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Re-Randomization Approaches

» Such an approach raises at least two issues:

1. Because the implicit re-randomization mechanism is unknown, it is
also unknown how many admissible randomizations there were in the
first place.

2. In principle, how a researcher conducts statistical inference on their
estimated average treatment effect should account for the
assignment mechanism.

» This is a task which is often overlooked and essentially impossible
when the assignment mechanism is left unspecified.
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Re-Randomization Approaches

» Recent theoretical work in experimental design has placed such
issues with re-randomization front and center.

> We discuss one of several recently formalized approaches, which
lines up quite nicely with some existing empirical practice.

> The approach, due to Zhao and Ding (2021), is termed
re-randomization based on p-values (ReP).

» Conceptually: a researcher conceives of a balance test ex ante that
confirms their randomization has achieved a desirable allocation.
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Re-Randomization Approaches

» The outcome of the balance test depends on the p-values of various
statistical tests, for a fixed choice of functional form for the
covariates.

> Example: define success as all p-values in the balance table
exceeding a threshold (e.g., 0.05). Assign treatment via a CRE, test
for imbalance, and stop when the criterion is met.

> A stricter threshold shrinks the acceptance region and improves
efficiency relative to a CRE (with diminishing returns); too small a
region risks deterministic assignment, but not with a large sample.
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Re-Randomization Approaches

» With these two choices—functional form and balance
criterion—made at the randomization stage, one can show formally
that, as with stratification, ReP improves efficiency (shrinks the
confidence interval) relative to a CRE

> provided the covariates are predictive, and does not lessen efficiency
(asymptotically) otherwise.

> Surprising result: asymptotically, the variance of the ReP estimate
behaves identically to a CRE analyzed with regression adjustment
(linear in the balance-table covariates and their treatment
interactions).

» This lends ReP the intuition of regression adjusting in the design
stage.
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Optimal Stratification with Matched-Pairs Design

» Up to this point, we have focused on cases where we have a fixed
set of covariates observed at the time of randomization and we make
use of them in choosing a particular randomization strategy.

» The astute reader might ask: is a different randomization approach
available where a re-randomization plan is not necessary?

> And if so, can we also formalize which covariates to include in the
original randomization?

> Barring some additional practical concerns (which we will return to),
the answer is yes, and the method is a particular instance of the
limiting case of stratification: , yielding a
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Optimal Stratification with Matched-Pairs Design

» Conceptually, the general idea of a matched-pairs design is to take
our stratification intuition and apply it to find the two units that are
most closely matched to one another.

» Then, a CRE is conducted within each pair such that one unit is
assigned the treatment condition, and one is assigned the control
condition.

> With the goal of minimizing mean-squared error (which coincides
with squared ex-post bias in stratified randomized designs).

> Bai (2022) shows that optimal stratification is a specific type of
matched-pairs design.
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Efficient Matching Minimizing Mean-Squared Error

> To convey the main components of the theory, we introduce a
special function g(-) defined as follows:

g(x) =E[Y;(1)+ Yi(0) | X; = x] (6.7)

» This object may seem foreign, in particular because it looks like a
conditional average treatment effect, only with a “+".

» However, it has a very natural intuitive interpretation.
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Efficient Matching Minimizing Mean-Squared Error

> Recall that we are discussing a matched-pairs design whereby in

each pair one unit is assigned to treatment and the other to control.

> Thus, g(-) is the expected outcome (of two possible potential
outcomes) for a unit / conditional on covariates X; = x.

> To save a bit on notation, we use g; = g(X;) as shorthand for the
expected outcome for each unit J.
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Efficient Matching Minimizing Mean-Squared Error

> Now suppose that we take the collection of {g;}; and order them in
(weakly) increasing order.

» That is, the unit with the smallest expected outcome comes first,
then the second smallest, and so on.

» The fact that it is the order, and not the magnitudes per se, of the
g; that we care about is quite practically convenient.
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Efficient Matching Minimizing Mean-Squared Error

» Why does this work?

> Because the mean-squared error can be written as the mean sum of
squared differences in adjacent g;'s, and so minimizing this criterion
requires putting g;'s together in a way that they are as close as
possible.

» And what about in the case of constant treatment effects?

> Well, in that case, the g; is also constant, meaning that any ordering
of the strata suffices.
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Efficient Matching Minimizing Mean-Squared Error

> Within this approach is a key takeaway for the applied researcher:

> The optimal stratification always does at least as well as any
alternative stratification, among which is the CRE.

> This is because the approach is optimal among all stratifications for
any g; (including the g; implied under constant effects).
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Efficient Matching Minimizing Mean-Squared Error

» One crucial shortcoming of optimal pairwise matching using the g;
ordering is that it requires knowledge of g;, which is a function of
unobserved potential outcomes.

> Of course, this was the case with more standard or simpler
stratification as well, and more generally, this knowledge is an input
to any rerandomization mechanism.

» How, then, can we feasibly implement optimal pairwise matching?
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Efficient Matching Minimizing Mean-Squared Error

> With a sufficiently large pilot study, we can recover consistent
estimates g; of g; using any of a wide variety of off-the-shelf
nonparametric estimation tools:
> For instance LASSO (e.g., Belloni, Chernozhukov, and Hansen,
2014), random forests (Gyorfi, Kohler, Krzyzak, and Walk, 2006), or
classical series, sieve, and kernel estimators (Newey, 1997; Chen,

2007; Li and Racine, 2007).

» By then sorting and stratifying on the basis of the estimated g;, we
retain all of the desirable properties of the optimal matched-pairs

design.
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Design-Conscious Inference

> The nature of the assignment mechanism also has consequences for
how we should conduct statistical inference on our estimates.

» In particular, it is important to account for the method of
randomization in the subsequent data analysis.

» In this section, we briefly highlight how a researcher can account for
their randomization approach in their inference.

> We want to answer the question: How does the assignment
mechanism affect our analysis?

Textbook Section 6.4
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Statistical Inference in CREs

» To fix certain ideas and notation, we start with the case of the CRE
and the classic two-sided t-test of the null hypothesis.

» The ingredients here are the two treatment-specific sample means:

1

N
_ 1 _
Y:—E:D,-Y,-, Y.=—> (1-D)Y; 6.8
t N, & N, 1( ) (6.8)

N
=
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Statistical Inference in CREs

» And the corresponding treatment-specific sample variances:

N
2= S D(Yi- Vo 2= Y (1-D)(Yi- Vo) (69)

i=1 € i=1
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Statistical Inference in CREs

» The two-sample t-test, then, can be formulated as an indicator
function, telling us whether the t-statistic is “extreme”, where this is

defined relative to our statistical significance level «.

» More formally (following Bugni, Canay, and Shaikh, 2017):

pltest =] T (6.10)

70/84



Statistical Inference in CREs

» By standard arguments, we know that asymptotically, as N grows
large, the probability that ¢}*** =1 (e.g., that we reject the null
hypothesis) when the null hypothesis is true is exactly our desired
significance level a.

> In instances where this rejection probability is less than «, we will
deem a test to be conservative.
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Adjusting Inference in Stratified Designs

» We have one complication that arises relative to the CRE:
> To the extent that potential outcomes are heterogeneous across
strata (precisely the case where stratification is useful), deviations
within stratum from mean potential outcomes in the population lead

the t-test to be conservative.

» Crucially, whereas in the CRE we have the following t-statistic:

Ye—Ye—
TeZ Te ™ T (6.11)

72/84



Adjusting Inference in Stratified Designs

» Under a stratified design, we have
(6.12)

Yi—Ye.
N(Oa Ctz-test)

52
g
Nt

g

with (. < 1 unless there is no heterogeneity in potential

outcomes across strata

> As a consequence, the critical value used in the test (z_q/2)
accounts for a strictly larger density than that of the test statistic

leading to conservative testing
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Adjusting Inference in Stratified Designs

» However, a simple adjustment of the t-test resolves this issue,
putting the researcher back in the position of adequately controlling
for Type | error.

» The researcher needs to simply replace the standard t-statistic
standard error, shown above, with an adjusted standard error that

ensures the t-statistic converges to a standard Gaussian distribution.
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Adjusting Inference in Stratified Designs

» This adjustment is comprised of two terms:
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Adjusting Inference in Stratified Designs

» With both quantities in hand, the adjusted t-statistic which Bugni,
Canay, and Shaikh (2017) show to have the desired significance level
is:

(6.13)
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What to Do with Unanticipated Covariates?

» Throughout our discussion of randomization techniques, we have at
various times assumed that the covariate information is fixed to the
researcher prior to the randomization.

> However, this is often not the case in practice, as we discuss in
Chapter 14.

» Sometimes, the researcher, or an administrative or research partner,
simply does not realize that additional data are available before the
initial randomization.

> The existence of such covariates (especially ones understood to be
predictive of potential outcomes) creates an asymmetry between the
experimental planning phase and the analysis phase.

Textbook Section 6.5
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What to Do with Unanticipated Covariates?

> Should the researcher check to see if the implemented randomization
yields covariate balance on these new covariates, or simply ignore
their existence?

» What if they are unbalanced?

» The researcher might find it tempting to subject these
newly-available covariates to a balance test, and then follow a
decision rule:

> if the covariate is balanced, proceed as initially planned and breathe
a sigh of relief; otherwise, adjust for the unbalanced covariate using a
regression-adjusted estimator for the ATE.
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What to Do with Unanticipated Covariates?

» Much like with our takeaway from design-conscious inference, this
decision rule has a problem:
> the balance check is a form of pre-testing, but the inference on the
ATE does not account for this pre-testing.
> Such pre-testing problems yield many types of unpredictable (but
negative) consequences for inference.

» To this end, the best advice we can offer is that researchers who
conduct balance checks should consider tying their hands and
committing to a regression-adjusted estimator ex-ante, independent
of the findings of the balance check.
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Outline

What have we learned?
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What have we learned?

» This chapter reveals that there is more than meets the eye in the
magical phrase in the literature “l have randomized.”

» While randomization is seductive in that it sounds simple—how hard
is it to flip a few coins?—as we learned in this chapter the challenge
of optimal randomization is in many instances more involved than
most believe.

» The process starts with a deliberate effort to gather knowledge —
either through theory, introspection, or explicit pilot experiments —
on the covariates that are predictive of potential outcomes.

Textbook Section 6.6
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What have we learned?

> A researcher can then arrange the units in a way that maximizes
precision and minimizes the bias that might arise from an
unfortunately unbalanced sample after randomizing.

» However, it does not end with sample arrangement — researchers
must be careful to account for their sample arrangement in their
statistical inference procedures.

> Otherwise they face the risk of inadvertently failing to reject an
important null hypothesis that happens to be false simply because of
an improper testing approach.
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