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Key |deas

1. There is a general, and intuitive, relationship between design and
sampling.

2. Proper measurement requires linking consistent estimates of an
expectation and estimating treatment effects.

3. Two key pieces of measurement and inference are hypothesis testing
and understanding error rates.

4. In many cases the researcher desires to test well-defined families of
hypotheses; in such instances the researcher must now control the
family-wise error rate (FWER).

2/84



Mind's Eye
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Introduction

» Due to the fundamental nature of potential outcomes, it is not
possible to recover individual treatment effects

> Given specific assumptions and an appropriate assignment
mechanism, we can recover an average treatment effect

> Now: brief, and selective, statistical background on how one
> Estimates average treatment effects
> Quantifies the uncertainty in these estimates to ensure valid
statistical conclusions

> We focus on settings with a binary treatment and largely ignore the
role of covariates to streamline the presentation , but the possibility
of multi-valued treatment and the importance of covariates will be
stressed and various subsequent parts of this book
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Outline

Perspectives on Sampling Frameworks
Subpopulations in the Super-Population Framework

5/84



Perspectives on Sampling Frameworks

> Before discussing estimation and uncertainty of estimates, one needs
to make precise the source of uncertainty

» There are two approaches in causal analysis of experimental data

> The , Where units are assumed an
independent sample from some hypothetical infinite population

> The , where potential outcomes of the
experimental units are fixed and the randomness comes solely from
the treatment assignment

» These two approaches differ conceptually and mathematically,
resulting in different sampling variances of the ATE

Textbook section 4.2
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Super Population Approach

> The approach begins with a definition of
hypothetical (infinite) population, or, more formally, probability
distribution over of potential outcomes {Y(1), Y(0)}

> We denote the probability distribution as @

» Under the super-population approach, the researcher is interested in
learning a feature of the distribution @ from an independent and
identically distributed draw from @ of size n

> For example, a particularly salient feature of @ is the average
treatment effect, which we defined in Chapter 3 as E[Y(1) — Y/(0)]

> We aim to estimate it using an i.i.d. sample {Y;(1), Y;(0)}¥,

» In addition, there is a binary treatment D € {0, 1}
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Super

>

Population Approach

The assignment mechanism dictates two features:
1. The treatment that each unit in the i.i.d. sample receives

2. Which of the two potential outcomes is observed for unit i

More formally, we have for each unit i an observation:

Yi = D;Yi(1) + (1 - D) Y4(0) (4.1)

An experiment is an i.i.d. sample of size N from Q together with an
assignment mechanism, yielding an observed sample {Y;, D;}"

Importantly, there are two sources of variance that will, in general,
arise in any i.i.d. sample relative to the population:

> Sampling variance

> Variance due to the assignment mechanism
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Finite Population Approach

>

In contrast, (or design-based) approach
begins from a finite sample of size N

This finite population may be a population of interest or a
convenience sample — there are no general properties of the units in
this population

Unlike the super-population approach, the potential outcomes of
units in this finite population are fixed and non-random

Under this perspective, the analogous parameter of interest to the
ATE above is the finite-population average treatment effect, i.e.,

N
o = 5 SIYi(1) - %(0)] (@2
i=1
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Finite Population Approach

> Consequently, in the finite-population approach, a researcher again
only observes one of the two potential outcomes

» Contrast to super-population approach: if a researcher did,
somehow, observe both potential outcomes, they could directly
calculate the parameter of interest.

> In the super-population approach, there would remain the step of
moving from a sample object to a population object

> In this chapter and the following, we (unless otherwise stated) always
adopt the super-population approach without any explicit mention
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Subpopulations in the Super-Population Framework

> One consequence of making the population of interest explicit in the
super-population framework is the need to explicitly embed
subpopulations into the sampling framework

> Take as examples:

» The case of conditional average treatment effects (CATEs) and in
the case of experimental participant average treatment effects
(EPATEs)

» In the case of CATEs, we now consider a sampling framework with
an i.i.d. sample from {Y(1, X), Y(0, X), X} together with
assumptions about its relationship with D

> Likewise, for EPATEs, we introduce a random variable P € {0, 1}
indicating participation and sample from {Y'(1, P), Y(0, P), P}
together with assumptions about its relationship with D

Textbook section 4.2.1
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Outline

Estimating Treatment Effects and Making Inference
Why do we use ATE-Type Parameters?
Single Hypothesis Testing and Statistical Power
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Motivating the Difference-in-Means Estimator for
ATE-Type Parameters

» A useful choice of for the conditional expectations are the
sample means, which are their natural counterparts

» The sample mean is a natural choice for two reasons:

1. First, it is an for the conditional mean; on
average, the expectation of the sample mean equals the target
conditional expectation

2. The second reason why the sample mean is a natural choice of
estimator is that it is a for the conditional
expectation; as the relevant sample size grows large, the estimate of
the mean will converge to the (true) conditional expectation of
interest (Law of large numbers)

Textbook section 4.3
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Motivating the Difference-in-Means Estimator for
ATE-Type Parameters

» This point is important to stress: we make assumptions at the
population level to show that we can recover the average treatment
effect through a simple difference in conditional expectations

» This logic immediately extends to CATEs, where we focus on
suitable subsets of the experimental data, as well EPATEs, where we
focus on subsets of of the population based on the participation
decision

» The key distinction in both is that the consistency of the estimator
is not driven by the size of the full treated or control group, but
rather by the size of the relevant subsamples
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Single Hypothesis Testing and Statistical Power

However, even with this estimator, information is lacking on the
uncertainty of the received estimates.

The key question: Can we be confident in detecting the effect sizes
found?

> Thisis a

» To conduct this test, a researcher begins by specifying a
, Ho

» This null hypothesis is typically a codification of the relevant
benchmark, strawman, or conjecture that the researcher is
attempting to test against

» Most common null hypothesis is 7 # 0 which forms the basis of the
(Ha)
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Single Hypothesis Testing and Statistical Power

> With these two inputs in place, the researcher forms a test of the
null hypothesis in a manner that is related to, but distinct from, our
earlier discussion of consistency of an estimator

> As the relevant sample size grows large, both the and the
sample estimate of the standard error of ATE converge to a standard
Gaussian distribution (Central Limit Theorem)

> In this setup, a t-statistic with a large magnitude (in absolute value)
serves as evidence against the null hypothesis
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Single Hypothesis Testing and Statistical Power

| 2

To determine what the threshold value is upon which a researcher
, a researcher sets their desired

Formally, it is the probability that one observes an effect of at least
the observed magnitude, if the null is actually true

Put simply, this is the rate at which the researcher is comfortable
falsely rejecting the null (a )

This significance level, typically denoted by «, maps directly a
quintile of the standard Gaussian distribution (the )
which we use to determine whether the null hypothesis is rejected

However, falsely rejecting the null hypothesis is not the only error
that may concern a researcher!
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Single Hypothesis Testing and Statistical Power

» We are also concerned about . failing to reject the
null hypothesis when there is an effect to be detected

> Just as we chose a given error rate of falsely rejecting the null
hypothesis, here too, we must make a choice on acceptable error

> In particular, the of a hypothesis test is the
probability of detecting an effect if there is, indeed, an effect to be
detected

> With it comes 3, which is the rate that we do not reject the null
hypotheses when we should have rejected it
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Errors: Summary

Probability to reject Hy  Probability not to reject Hy

Hp is True « 11—«
Hj is True 1-0 B
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Visual lllustration
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[Figure 4.1 in the Textbook]
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Outline

What is MHT?
Family-Wise Error Rate
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Multiple Hypothesis Testing

» We often encounter situations where there are well-defined families
of hypotheses rather than simple individual tests

> s there an observed treatment effect on any of the outcomes in such
cases?

> Can we find a treatment effect for any particular subpopulation?

» Do any of the conducted treatments have an effect?
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Multiple Hypothesis Testing
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Multiple Hypothesis Testing

[Source: xked.com]
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Multiple Hypothesis Testing
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Multiple Hypothesis Testing

fMRI Evidence of Consciousness
in a Dead Salmon

4.5
4.0
2ht
30

2.5

t-value

Bennett et al. “Neural Correlates of Interspecies
Perspective Taking in the Post-Mortem Atlantic Salmon:
An Argument For Proper Multiple Comparisons
Correction” Journal of Serendipitous and Unexpected
Results, 2010. IgNobel Award in Neurosciene 2012
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Multiple Hypothesis Testing

» Authors placed a dead salmon into fMRI and "asked” it to complete
a task: determine emotional state of a human in a photograph

» fMRI measured brain activity before, during, and after the task
» well known base truth: Hy = no brain activity V voxel

» As number of voxel tested increases, so did the probability of
incorrectly rejecting the Hy

> After collecting hundred of thousands of voxels, results showed brain
activity, even at asajmon = 0.001!

! Three-dimensional analog of a pixel
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Multiple Hypothesis Testing

> In this sense, multiple hypotheses arise naturally for at least three
different reasons:

1. When there are multiple outcomes of interest (Y;) and it is desired
to determine if any outcomes are affected by treatment

2. (For CATEs:) When the effect of a treatment may be heterogeneous
in that it varies across subgroups defined by observed characteristics
and it is desired to determine for which of these subgroups a
treatment has an effect (if any)

3. When there are multiple treatments of interest (D;) and it is desired
to determine which treatments have an effect relative to either the
control or relative to each of the other treatments

» The precise sense in which there is a well-defined family will inform
whether we should use the standard empirical approach, or if we
need to consider a distinct approach that accounts for the multiple
comparisons
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Multiple Hypothesis Testing

| 2

Roughly speaking, we can divide the notion of "many” comparisons
into the two broad types of statistical hypothesis tests: joint tests
and simultaneous, or multiple tests

The key distinguishing factor between joint and multiple tests is the
question that they wish to answer

Somewhat informally, joint tests pose the null hypothesis in the form
of "are both hypotheses A and B true?”" / "lIs at least one of the
hypotheses false?”

In contrast, the multiple testing problem poses the question "is at
least one of hypothesis A or hypothesis B true?”

For any data analysis, the question that having multiple tests poses
for the researcher is: given we have a well-defined family, can we still
use the chosen significance level « (typically o = 0.05) for each test?
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Family-Wise Error Rate (FWER)

> In both single and joint statistical hypothesis testing, the result of
the test hinges on a single test statistic and significance level

> In the presence of multiple hypotheses, the question becomes — what
is the natural analog to a significance level?

> A long line of work in the field of multiple testing has proposed
several different possibilities

» We will focus on the most natural extension of a significance level,
which is known as the family-wise error rate (FWER)
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Family-Wise Error Rate (FWER)

» The FWER answers the question: under the null hypothesis,
what is the probability that, purely due to chance, at least one
of the multiple hypotheses would be rejected?

> The error rate is " family-wise” because it is a false positive rate over
the whole family of hypotheses under consideration

» In the context of multiple testing, maintaining a FWER of arwer
means that the probability that one or more of the statistical tests is
rejected purely due to chance is held at arwer
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Family-Wise Error Rate (FWER)

> Before discussing approaches to control the FWER, and components
of the general logic of multiple testing, it is useful to gain a sense for
what the ramifications of ignoring the number of distinct statistical
tests are in practice

> To begin, let's consider a very stylized example:

> Assume that we have an experiment with a single treatment and
control group

> Assume a rich measurement environment so that we can observe k
distinct outcomes

> We are interested in learning whether the treatment had an effect
that is distinct for each of the outcomes individually

> In practice, we might think that observing a treatment effect on one
of the k outcomes might be informative about the treatment effects
on another
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Family-Wise Error Rate (FWER)

» Considering our example, we know that the probability that any
single test (of k total tests) incorrectly rejects the null hypothesis is
@

» What about with family of k tests?

> Let us denote H, as the statistical event that the k" hypothesis
incorrectly rejects the null at level «

> Since we know that the tests are independent, the FWER when
testing separately is

P[any rejections under null at level o] = ... =1— (1 — a)* (4.5)
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FWER with a = 0.05

Number of tests (k) | FWER
1 0.050

0.098

0.143

10 0,401

20 0.642

100 0.994

— Even with all null hypotheses being true, if one performs 100

independent tests, almost certain to have at least one null test being
rejected!
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Outline

How to deal with MHT?
Bonferroni Correction

Holm-Bonferroni Stepdown Correction
List et al. FWER Correction
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Approaches to Controlling the FWER

» As such, the researcher has lost control of the error rate, and is
systematically underestimating the false positive rate that they are
admitting in their study

> Since the MHT problem can greatly exacerbate the false positive
rate, scholars for nearly a century have proposed solutions

> Here, we will discuss three major approaches
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Bonferroni Correction

» The Bonferroni correction was introduced in Dunn (1961) as a
solution to the MHT problem with an ex-ante fixed family size

» The Bonferroni correction takes, as its point of departure, that we
wish to hold the FWER at a level at or below arwer

» In our discussion of the Bonferroni and other corrections, it is useful
to define what “conservative” means

> A correction approach is conservative if it achieves a FWER strictly
less than arwer

» Similarly, an approach is “anti-conservative” if it achieves a FWER
strictly greater than arwerg; that is, if the approach fails to control
the FWER at the desired level
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Bonferroni Correction

> Referencing equation 4.6 in the textbook, we can show

FWER = P[any rejections under null at level o] (4.6)
= P[H; is true OR Hj is true OR ... OR Hj is true]
< P[Hf is true] + P[H} is true] + - - - + P[H; is true]

=k xa*

e ()

= FWER
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Bonferroni Correction

» The idea of the Bonferroni correction is that to achieve a FWER of
arFwer or less, we must reduce our error rate tolerance on the
individual tests

» The proposed reduction factor turns on the clever use of a
probability inequality

» Unlike before, we do not assume that the tests are necessarily
independent

> Taking a guess-and-check approach, we postulate that using a
significance threshold of a* = =5 for each individual test achieves
a FWER of agwer or less
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Bonferroni Correction

> A stark but trivial example, suppose that H} = ... = H}

> For example, a research assistant accidentally duplicates the outcome
data from one outcome into k identical outcomes with distinct labels

> If we knew this in advance, we would simply test, say, H;" using
a* = arwer

» Without this advance knowledge, under the Bonferroni method, we
would test each H} at level a* = *FER
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Bonferroni Correction

> For typical values for k in empirical work, our approach would be
very conservative, not introducing the potential for unwanted false
negatives, e.g., cases where Hj is true with a* = apper but false
with o = “ER

: : . % _ 0.05 _
> For the jellybean example with 20 tests: a* = =5 = 0.0025

> Slightly less obviously, the fact that the Bonferroni method does not
account for differential evidence for each null hypothesis also adds to
its conservative error rate
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Simple Rules of Thumb for Bonferroni Correction

[Table 4.3 in the Textbook]

Bonferroni Adjusted
Number of Hypotheses  Largest Unadjusted P-Value (Bounded Above by 1)

1 0.05 0.05
0.01 0.01
0.001 0.001
2 0.05 0.10
0.01 0.02
0.001 0.002
5 0.05 0.25
0.01 0.05
0.001 0.005
10 0.05 0.50
0.01 0.10
0.001 0.01

Note: The table presents the Bonferroni adjusted p-values for a series of representative scenarios that vary in the number of hypotheses
considered and the magnitude of the smallest p-value across all hypotheses. We note that, even when we have only two hypotheses, the
Bonferroni method has a substantial impact on the p-value. That is, the Bonferroni correction is considerable even when the number of
hypotheses is small. Intuitively, with two hypotheses, the results show that if you do not correct for multiple testing, there is a Type 1
error rate of 0.1 rather than 0.05.
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Holm-Bonferroni Stepdown Correction

> One piece of vital information not utilized by the Bonferroni method
is the fact that even if statistical tests are independent, it need not
be the case that the strength of evidence (as measured by the
p-value) is the same across the tests

> What this suggests is that it may be possible to use a correction
that is less conservative than the Bonferroni method by choosing a
set of a*s adaptively across tests

» This insight led to the development of Holm-Bonferroni method, due
to Holm (1979), which we denote the Holm method
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Holm-Bonferroni Stepdown Correction

> Concretely, the Holm method begins with a sorted, increasing list of
p-values arising for each hypothesis in the family of hypotheses

» Beginning with the smallest p-value, the researcher checks this
p-value against the Bonferroni threshold, as discussed above

> If the researcher fails to reject the null, then it must be the case that
all other hypotheses in the family would fail to reject at the
Bonferroni threshold (since the p-values are increasing)
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Holm-Bonferroni Stepdown Correction

> Alternatively, if the researcher rejects the first, smallest null, she
moves on to the second smallest

> At this stage, rather than the same threshold from the prior step,
the researcher employs the Bonferroni threshold that would apply
omitting the first hypothesis

> This iterative process continues until all possible null hypotheses
have either been adatively rejected, or not
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Holm-Bonferroni Stepdown Correction

> For example, suppose a researcher is conducting five statistical tests,
yielding the following p-values: 0.001, 0.005, 0.04, 0.045, 0.05

» The Holm method would start by applying the Bonferroni correction
to 0.001

> That is, to reject the null hypothesis, the Holm method asks
whether 0.001 is less than % =0.01

> Since it is, Holm proceeds to the next p-value of 0.005
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Holm-Bonferroni Stepdown Correction

» Here, the Holm method asks whether 0.005 is less than

0.05 _
005 — 0.0125

> With the next step, Holm gets interesting: we ask if 0.04 is less than
% ~ 0.0167

» Since it is not, the Holm method stops, and the decision is to fail to
reject the null for all remaining hypotheses in the list of p-values
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Holm-Bonferroni Stepdown Correction

» As is clear, for all but the smallest null, the Holm method is less
stringent than the Bonferroni method

» This method also achieves a conservative FWER, one which is less
than or equal to the desired level appwer even though no new
assumptions are introduced relative to the Bonferroni method
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List et al. FWER Correction

» While the Holm method improves upon the Bonferroni method by
making the testing procedure adaptive, it does not resolve the issue
of accounting for dependence across tests

» In particular, returning to our trivial example with Hf = ... = H},
since all hypotheses are identical, the resulting p-values should also
be the same

» Thus, in this example the Holm method is identical to the
Bonferroni method
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List et al. FWER Correction

» Now: method for correcting for multiple testing that accounts for
dependence across tests, at the cost of weak assumptions and a
(relatively) heavy computational burden

» This method is applied in List, Shaikh, and Xu (2019) and List,
Shaikh, and Vayalinkal (2023), who create an adjustment approach
that builds on the seminal work of Joseph Romano and colleagues,
amongst others
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List et al. FWER Correction

» The List, Shaikh, and Xu (2019) approach is useful when tests are
unconditional or for a comparison of sample means across treatment
and control groups

» The List, Shaikh, and Vayalinkal (2023) approach augments List,
Shaikh, and Xu (2109) by allowing covariates in the testing equation
2

> In both approaches, it is simple to show that under weak
assumptions:

1. Asymptotically controls the probability of one or more false rejections
2. Is asymptotically balanced in that the marginal probability of

rejecting any true null hypothesis is approximately equal in large
samples

2For the Stata/R code for the List et al. FWER correction, see Chapter 4, Appendix 4.1
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List et al. FWER Correction

> Importantly, by incorporating information about dependence ignored
in classical multiple testing procedures, such as the Bonferroni and
Holm corrections, their procedure has much greater ability to detect
false null hypothesis

» In the presence of multiple treatments, they additionally show how
to exploit logical restrictions across null hypotheses to further
improve power
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Who is in the family?

» Determining whether a set of hypotheses should be considered a
"family” involves considering the context and the goals of the study
(joint vs. single, common vs. separate).

» Remark 2.1 in List, Shaikh, and Vayalinkal (2023: p. 922)

> Single treatment, a single outcome, and multiple subpopulations:
likely in the family

> Single treatment, multiple outcomes and a single subpopulation:
unclear.

> Multiple treatments, single outcome and a single subpopulation:
likely in the family
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Outline

Difference-in-Differences
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Introducing the Difference-in-Differences Estimator for
ATE-Type Parameters

» So far, we have focused on the scenario where all observed outcomes
underlying our difference in conditional expectations were implicitly
observed simultaneously

» In fact, the temporal dimension has played no substantive role

» We now depart from this assumption with one minor step — we
introduce time in a narrow sense
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Introducing the Difference-in-Differences Estimator for
ATE-Type Parameters

>

Potential outcomes are now denoted with both unit i and time
period t subscripts

For simplicity, we consider only two time periods, t=0 and t=1

Whereas before an individual unit's treatment assignment was
denoted with D;, we now denote a treatment assignment vector
D; = (Dj1, Dj2) where D;; represents unit i's treatment assignment
in period t

Consequently, potential outcomes will also be redefined, with
Yit(D; +) reflecting unit i's potential outcome in time period t as a
function of the assignment in all time periods

While we could, of course, include covariates as we did in Chapter 3,
we omit them to streamline the presentation
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Introducing the Difference-in-Differences Estimator for
ATE-Type Parameters

> For our purposes, we restrict attention to assignment vectors where
all units are in the control condition in the initial period (i.e.,
D;1 = 0 for all units i), and some units are randomized into
treatment in period 2

» This means that for units in the control groups, D; = (0,0), whereas
for units in the treatment group, D; = (0, 1)

» In effect, we are describing a setting where randomization is
conducted after period 1, yet pre-treatment measurements of the
outcome are available

57 /84



Introducing the Difference-in-Differences Estimator for
ATE-Type Parameters

» Extending our earlier definition, individual treatment effects are now
(possibly) time-period-specific, defined as

Tit = Y,-t(O, 1) - Y,-t(0,0) (4-7)

> Under the maintained four assumptions from Chapter 3, the analyst
can recover the ATE in much the same fashion as before — with a
difference in conditional expectations:

72 = E[Y2(0,1) - Yi2(0,0)] (4.8)
= E[Y;2(0,1) | Di = (0,1)] — E[Y2(0,0) | D; = (0,0)]
=E[Y2 | Di = (0,1)] - E[Y> | D; = (0,0)]

58/84



Introducing the Difference-in-Differences Estimator for
ATE-Type Parameters

» This equation is identical to the ATE measured in Chapter 3 and
discussed above

» But we must introduce a new assumption: all units have their
outcomes and assignments observed in both time periods

» We make this precise in the balanced panel assumption below,
re-introducing our varible R (now with a t subscript too) from
Chapter 3 to denote whether outcomes are observed for unit and
time t:

> For all i and for t € {1,2}, we have
P[R: = 1] =1, and for all (i, t) with P[R;; = 1] =1 the researcher
observes (Yi, Dit)
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Introducing the Difference-in-Differences Estimator for
ATE-Type Parameters

» With the balanced panel assumption met, we can present an
alternative approach to the difference in conditional expectations

> Note that as treatment in the second period is randomized, a key
consequence in the second period, then, is that for all units, we have
Yi1(0,0) = Yi1(0,1) = Yi

> That is, all observed outcomes in the initial period correspond to the
outcomes under the control condition in the initial period,
irrespective of the treatment assignment down the line
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Introducing the Difference-in-Differences Estimator for
ATE-Type Parameters

>

>

>

With this in mind, we introduce across-time (in addition to
across-unit) comparisons

Specifically, let us add and subtract the group-specific outcomes in
the initial period to form:

By virtue of the balanced panel assumption, we can arrange this
expression into a within-unit differences over time, as follows:

E[(Yi2(0,1) = ¥i1(0,1)) — (Yi2(0,0) — ¥1(0,0))] (4.10)

which means that instead of a difference in conditional expectations,
we can recover the ATE with an extra difference

This extra difference gives the approach its name —
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Introducing the Difference-in-Differences Estimator for
ATE-Type Parameters

» Similar to our discussion for the difference in conditional
expectations, the objects in the DiD equation correspond to
analogous sample means in our data

» Yields a DiD estimator comprised of four sample means: the two
sample means for the treated group and the two sample means for
the control group

» This obviously parallels the approaches where the assignment
mechanism is out of the researchers control or when randomization
is infeasible (e.g., RDD, IV, DID with parallel trends), where the
time dimension is crucial.
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Introducing the Difference-in-Differences Estimator for
ATE-Type Parameters

> With this new approach to measuring the ATE, an interesting set of
questions arise: when the assumptions of Chapter 3 are maintained,
should | use the difference in means or DiD approach?

» Do they both recover an identical ATE under the common set of
maintained assumptions?

> We discuss these and related questions more fully in Chapter 9,
where the availability of pre-experimental outcome data allows the
researcher to increase the statistical power of her hypothesis test
relative to a pure difference in conditional expectations
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Outline

Fisher's Randomization Inference
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Fisher's Randomization Inference

» Our approach to inference allows us to construct asymptotic
confidence intervals for the ATE, but it can only be used with
certain assignment mechanisms (Chapter 6) and it is valid only
asymptotically (not so great for small samples!).

> An alternative approach is to use the

» FRT is model-free (non parametric) and therefore does not rely on
specific assumptions about the underlying model or assignment
mechanism

» The FRT answers whether the treatment impacts any units in
the population based solely on the data, without estimating
the magnitude of the effect

> In this sense, for the analyst primarily interested in reporting
qualitative insights, the FRT is particularly attractive

65 /84



How FRT works

[Table 4.4 in the Textbook]

Individual  Y;(0) Yi(1)
1 74.6 74.6

92.5 92.5
n—1 83.9 83.9
n 76.2 76.2

Note: This table shows the construction of Fisher's sharp null hypothesis, that is, setting the difference in potential outcomes for every

individual to be zero. This is where the underlined numbers are coming from.

» Under Fisher's sharp null hypothesis, we calculate the difference in
means estimator for all permutations of treatment assignments

» Doing so yields a distribution of estimators, which we denote as the

randomization distribution

» We then determine the p-value by charting our observed difference
in means on the randomization distribution. The resulting percentile

is our computed p-value
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Interpretation

> Contrary to the significance level «, the p-value of Fisher's Sharp
Null Test is not the probability of rejecting the null when the null is
true

» The p-value should be interpreted as follows:
> If the treatment had absolutely no effect on any unit (the sharp
null), and treatment had been assigned according to the
experimental randomization procedure, only p of possible random
assignments would have produced a difference as extreme as or more
extreme than the one observed
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Why would one use Fisher’s sharp randomization inference?

> Pros

> Imposes no assumptions about the distribution (particularly helpful
with small samples)

> A model-free method that does not rely on specific assumptions,
such as the nature of the assignment mechanism

> It provides reliable inference in high-dimensional settings, especially
in high-dimensional joint- and multiple-testing scenarios, where it
remains robust even as experiments increase in size and complexity.

» It can use the difference in median estimator or other test statistics
and estimators.

> Cons

> The test of a sharp null is inherently uninteresting due to is
restrictiveness and relevant information it delivers
> For larger sample sizes, can be very computationally intensive.
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Outline

Conclusion
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What have we learned?

> We turned from the theoretical construct of recovering/identifying
treatment effects in the potential outcomes framework of Chapter 3
to the concrete reality of gathering and learning from data

» We developed a recipe that an empirical researcher can appeal to
when deciding what to estimate, how to estimate it, and what
conclusions can be drawn with such estimates

» From there, we have to set the target — a set of group means — and
we can summon our statistical toolkit to argue how we can produce
estimates of these group means by drawing experimental samples
and using estimators that are consistent and, if possible, unbiased

Textbook Section 4.4
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What have we learned?

> At this stage, we understand what to estimate and how to estimate
that parameter

» However, before drawing these samples, we must decide how we
intend to use such estimates to make statistically valid conclusions

» We do this by consulting the existing body of research to ensure
that our statistical conclusions build on the stock of knowledge, no
matter what we eventually conclude from our own generated data
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What have we learned?

| 2

But given inherent randomness in the process of drawing an
experimental sample, we need to understand at the outset that our
conclusions arrive with some risk

We may falsely conclude that our treatments yield differences, or
falsely conclude that they do not

Our choices of Type | and Type Il error rates govern how much of
each risk we are willing to tolerate

In the case where our statistical hypotheses span multiple outcomes
or subgroups of interest simultaneously and we have well-defined
families of hypotheses, we must account for this multiplicity by
recognizing an imposition of adjusted error rates to keep the
familywise error rates at desired levels

We next move onto Optimal Experimental Design, where the analyst
controls various features of the design to provide the "biggest bang
for your buck”.
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Choice & Consequence: Failure to Account for MHT in a
Charity NFE

» To add empirical context to the various MHT correction procedures,
we secured data from the natural field experiment conducted in
Karlan and List (2007), who tested the efficacy of a charitable
matching grant but did not correct for MHT

> Roughly speaking, a matching grant works as follows: for every $1
that an individual donates during the fundraising drive, the nonprofit
organization receives $1 + X, where X is the amount the major
donor commits to match

» In this case, the nonprofit would be employing a X-to-1 (or X:1)
match rate
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Choice & Consequence: Failure to Account for MHT in a
Charity NFE

>

The authors assign each unit in the study to either the control group
or one of several treatment groups

In the control group, individuals received a typical fundraising
solicitation

Across the treatment groups, the authors randomized the match
rate across three distinct levels: 3:1, 2:1, and 1:1

We will focus on the analysis of responses along multiple outcomes
of interest, setting aside equally interesting questions of treatment
effect heterogeneity along geographic and political lines for which
conceptually similar issues arise
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Choice & Consequence: Failure to Account for MHT in a
Charity NFE

» In terms of outcomes, one can envision a well-defined family related
to whether any of the matching treatments (relative to the control
group) impact either the extensive-margin (i.e., whether to donate),
the total response (i.e., how much to donate if at all including the
matched funds), the own response (i.e., the total response without
the match included), or the change in the donation amount (relative
to what the donor had given last year)

» Suppose we wished to know the answer to the question "were any of
the outcomes affected by the match relative to the status quo?”
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Choice & Consequence: Failure to Account for MHT in a

Charity NFE

> Let us translate this question into the language of hypothesis
testing, step by step

> First, we would test the hypothesis of whether the mean donation
rate of those receiving a match is larger than in the control group

» Then, we would test whether the mean donation amount (including
any matched funds) of those receiving a match is larger than in the
control group, and so on
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Choice & Consequence: Failure to Account for MHT in a
Charity NFE

» As distinct from the joint tests that we have discussed before, here,
we care about the result of each separate test — if we combine all
the outcomes to conduct this test, we only learn whether any of the
outcomes were increased due to the match, but not necessarily
which of the outcomes

» And, even here, we would run into issues if certain matching
treatments are counterproductive

> This feature of being interested in multiple hypotheses
simultaneously and independently is the hallmark of MHT
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Choice & Consequence: Failure to Account for MHT in a

Charity NFE

> Exhibit 4.5 reports the difference in means outcomes for each of the
four outcomes relative to the control group

» Then, along the columns, we report the p-values from testing the
difference in means against a null hypothesis of zero average
difference

» When estimates are from a regression model including covariates, we
denote those as " Regression Adjusted”
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Letting the Data Speak: Going fishing... in the Tube

> A provocative study due to Bennett et al. (2009) (colloquially
known as the "dead fish paper”) is meant as a cautionary tale of the
consequences of ignoring concerns raised by multiple testing
problems in general, but in particular int he analysis of functional
MRI (fMRI) data

» In the study, the authors place a dead Atlantic salmon into an fMRI
scanner and "request” the fish to complete a task often used with
fMRI to measure brain activity in humans: the researchers show the
fish photographs of humans in various social situations, and "ask”
the fish to determine the emotional state of the human in the
photograph

» The fMRI scanner then measures the extent of brain activity of the
dead salmon at various points before, during, and after the task

> Because the salmon is dead, the exercise begins from the position of
well-known ground truth — there is no activity in the salmon’s brain
at any point of the study
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Letting the Data Speak: Going fishing... in the Tube

» In the Bennett et al. (2009) study, we see precisely the MHT logic
at work

> As we know in advance, the salmon is dead and there is no
possibility for brain activity regardless of the stimuli

» In the language of our conceptual example, the null hypothesis of
zero brain activity is true for each voxel (i.e., three-dimensional
analog of a pixel) that is scanned by the fMRI

> As a consequence, the null hypothesis of equality of activity across
stimuli is also true for each voxel
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Letting the Data Speak: Going fishing... in the Tube

> As the number of voxels tested grows, the probability that at least
one voxel incorrectly rejects the null (e.g., the FWER for the dead
salmon analysis) grows

» While the authors use a relatively strict significance level for
individual tests (asaimon = 0.001), given that they have thousands (if
not hundreds of thousands) of voxels and conduct hundreds of
distinct hypothesis tests, they still find evidence that the salmon'’s
brain is more active in two small clusters when presented with visual
photographs!

» They interpret the results as speaking to the determinants of the
emotional state of the people in the photographs — a troubling
finding, to say the least, but a cautionary tale about what can
happen without proper error rate control
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Family-Wise Error Rate (FWER)

» To show equation 4.5

P[any rejection under null at level a] =

= 1 — P[no rejection under null at level a]

=1- P[Hl is false, Hy is false, . .., Hy is false]

=1- (P[Hlis false] X (]P[Hgis false] X ... X (P[Hkis false] =
=1-(1-a) (4.5)
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