Chapter 3: Internal Validity - Identification in
Economic Experiments

A Course in Experimental Economics

John A. List

All content is derived from the Experimental Economics Textbook by John A. List (2026).
1/84



Key |deas

1. The potential outcomes approach is a useful framework to
understand causal inference.

2. An assignment mechanism known and controlled by the researcher
allows recovery of causal effects that are internally valid.

3. Four key exclusion restrictions allow randomized experiments to
recover causal effects.

4. Relaxing these assumptions might prevent us from recovering the
average treatment effect (ATE), but we can still learn certain
features about causal relationships of interest.
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Introduction

» The 1980s and 1990s witnessed a “credibility revolution,” giving
special attention to the identification of causal effects — that is,
recovering internally valid evidence for a causal effect

» This chapter introduces a foundational framework for causal
inference rooted in

» Each potential outcome is uniquely linked to a treatment; since a
unit cannot be observed in more than one treatment at once, we
face a missing data problem

> The , the allocator of units to treatment
and control, determines which data are missing; because it allocates
multiple units, a natural set of exclusion restrictions arises
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Our Four Running Examples

1. Fisher (1935): the seminal agricultural field experiments at
Rothamsted that introduced randomization — manure randomized
across plots to explore yields

2. Eckel and Grossman (1998): a lab double-anonymous dictator
game; subjects donated roughly three times as much to the Red
Cross as to an anonymous student

3. LaLonde (1986): a framed field experiment on the National
Supported Work (NSW) job-training program, comparing
experimental and non-experimental estimates

4. List and Lucking-Reiley (2002): a natural field experiment; a
“seed money” proclamation in solicitation letters yielded
significantly higher charitable giving

Textbook section 3.1
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Our Four Running Examples — Summary

Study Experiment Units Control Condition Treatment Condi- Outcome(s)
Type tion
Fisher (1935) “Field" Plots of land in the UK No manure Manure Yields
experiment
Eckel and Lab VPI college students from Donation made to Donation made to Donations
Grossman (1998) experiment certain courses an anonymous the Red Cross
student
NSW FFE Economically Applied but Applied and In-program and
(LaLonde 1986) disadvantaged workers received no received full postprogram
program resources program support earnings
List and Lucking- NFE Central Floridian No seed money Seed money Donations
Reiley (2002) households who had given mentioned mentioned

to UCF

[Table 3.1 in the Textbook]
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Outline

The Assignment Mechanism
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The Assignment Mechanism

» The goal of the four experiments is to uncover causal relationships
between independent and dependent variables

» We require the use of a model to attribute a causal interpretation to
the covariance between two random variables

> Let's first consider the role of
> Let Z; € {0,1} be the treatment assigned to a particular unit

» Z is the process that determines the unit-specific treatment status,
determining what data are missing and which are observable

Textbook section 3.2
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The Assignment Mechanism

» Randomized experiments: is controlled, and
therefore known, by the researcher.

> Unique and key difference to naturally-occurring data, wherein the
assignment mechanism is neither controlled nor typically known by
the researcher.

» The experimental approach is often called the “gold standard” for
estimating causal effects because of the knowledge and control the
analyst has of the assignment mechanism.
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Basic Restrictions

The basic restrictions on the assignment mechanism for classical
experimentation include:

1. Non-zero probability condition: every unit has a non-zero
probability of each treatment value, and the researcher controls the
functional form of assignment probabilities

2. Individualism: assignment of each unit to treatment is orthogonal
to the outcomes and assignments of other units

3. Unconfoundedness: assignment of each unit to treatment is
orthogonal to potential outcomes
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Outline

Potential Outcomes Framework
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Potential Outcomes Framework

» We now introduce the framework to define a
causal effect.

> We present a set of exclusion restrictions that are sufficient to
interpret the difference in conditional expectations of an outcome
between two groups with distinct treatment assignments as a causal
effect.

» We then address how violations of these assumptions affect a
researcher’s ability to overlay a causal interpretation to the
comparison between two groups, and the insights researchers can
still glean when facing such violations.

Textbook section 3.3
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Potential Outcomes Framework

> Causality arises from a treatment being assigned to a unit

> Aunitie J ={1,2,...,N} can be a plot of land, a collection of
individuals or firms, a pre-school-aged child, or a market

» We denote the observed outcome of i as Y;
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Notation

» The unit-specific treatment is D;, and the realization is d € D

» The vector of all other unit treatment assignment is defined as
D_;=(D1,Ds,...,Di_1,Dj11,...,Dy) € DV 1

which takes values d_; € DV-1

» The treatment program for unit i will be D; = (D;,D_;) € DV, with
realizations d = (d,d_;)
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The Potential Outcome

> For each d, there is a random variable Y;(d), denoted as the

> After occurrence of treatment d, we can only observe at most one
potential outcome

» The other potential outcomes are unobservable, which is the
fundamental problem of causal inference (missing data)

» |If we could observe the unit's outcomes in different states of the
world we would be finished: simply difference the outcomes
associated with various d realizations

» The definitions used of treatment and potential outcomes leaves an
enormous variety of possible unique treatment programs arising
through minute changes to the treatment itself.
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Assumption 1: SUTVA

> The first key assumption, which constrains the definition of
treatment and links potential outcomes to observed outcomes:

For all d € DV, Y;(d) = Yi(d)

» This incorporates two distinct assumptions:

1. Any unit's potential outcomes do not vary with the treatments
assigned to or undertaken by any other unit.

2. There is no variation in the form or version of the treatment that
leads to different potential outcomes.

» Two parts of SUTVA imply that we can simply speak of d € D as a
particular treatment of a particular unit
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Assumption 1: SUTVA

» Notation:
» Untreated or condition: state of the world where d =0
> conditions.: state of the world where d # 0

> Objective: learn the causal effect of assignment to state d # 0 on
observed outcome of interest relative to a fixed alternative where
d=0.

> With SUTVA, we can completely characterize this

» Let D; denote an individual unit's possible treatment, then we have:

Yi= 3" Yio)lID; = d] (31)

deD

where I[D; = d] is an indicator function for receipt of treatment d
by unit /
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Characterizing the Causal Effect with SUTVA

Yi= 3" Yi(d)I[D; = d]

deD

> Given Equation (1), the individual-level treatment effect = difference
in outcomes for unit i/ treated versus untreated:

% = Yi(1) - Yi(0)
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Three Important Features of this Model

Yi= 3" Y(d)ID; = d]

deD
1. Having Y;(d) as a function of the treatment d, we require that

treatment precedes measurement of outcome.

2. Researchers must clearly define the action that would have made the
alternative potential outcome the realized potential outcome.

3. "Fundamental problem of causal inference”: a causal effect is the
comparison of outcomes for the same unit in the same moment, but
with different treatments.
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From Individual Treatment Effects to Average Treatment
Effects

Since we only observe Y; = Y;(d) for the realized D; = d:

» We can only learn about causal effects by observing multiple units
and comparing Y;(d) to Y;(0) for some i # j and d # 0

> Ideally, YJ(O) would be the outcome of a unit who, in the absence of
treatment, would have had the same potential outcome as the unit
who received treatment

> In reality, we cannot observe this counterfactual
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Exclusion Restrictions

» Thus, the central task is to find reasonable approximations to the
relevant counterfactual potential outcome.

» Doing so requires a series of , of which
SUTVA is the first
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Outline

From Individual Treatment Effects to Average Treatment Effects
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Average Treatment Effects

> Since it is not possible to learn about the individual treatment effect,
researchers consider functions of individual treatment effects
relevant to their research question

» The most common type is the

> The ATE answers the question: If we apply treatment (Fisher's
manure or List and Lucking-Reiley's seed letters) to a unit selected
at random, what should we expect the change in outcome to be
versus a control unit's outcome?

Textbook section 3.4
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Average Treatment Effects (cont.)

When the set of possible treatments is binary, i.e., D = {0,1}, the ATE
of receiving treatment D; = 1 rather than not (D; = 0) is:

©=E[u] = E[Yi(1) - Yi(0)] (3.2)

24 /84



Average Treatment Effects from Observed Outcomes

Unit 1 ?
Unit 2
Unit 3
Unit 4

Unit 6

6
?
?
Unit 5 4
5
5

Average

2

Units 2, 5, 6 are randomized to control; units 1, 3, 4 to treatment.
T; is unobservable for any single unit, but the ATE is the difference-in-means:

7—-5=2.
[Table 3.2 in the Textbook]
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Average Treatment Effects (cont.)

» The ATE on the treated
E[Y;(1) — Yi(0)|D; = 1]

answers the question of what would happen to the treatment group
because they took up treatment

» The ATE on the untreated
E[Y;(1) — Yi(0)|D; = 0]

answers the question of what would happen to the control group
had they taken up treatment

» These functions are also not observable in the data
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Common Parameters of Interest

Parameter Expression Interpretation

Individual  treat-  Y;j(1) — Y;(0) Effect of forcing a unit to take D; = 1 relative

ment effect toD; =0

Average untreated  E[Y;(0)] Average Y; if every unit were required to

outcome choose D; = 0

Average treated  E[Y;(1)] Average Y; if every unit were required to

outcome choose D; =1

ATE E[Yi(1) — Yi(0)] Everyone treated versus everyone untreated,
averaged across units

ATT E[Yi(1) — Y;(0) | D; =1] For those who chose D; = 1, treated versus
untreated outcome

ATU E[Yi(1) — Yi(0) | D; = 0] Change if untreated units were compelled to
take D; =1

EPATE E[Yi(1) — Yi(0) | P = 1] For the subpopulation that voluntarily partici-
pates

CATE E[Yi(1) — Y;(0) | X; = x] For the subpopulation with X; = x

[Table 3.3 in the Textbook]
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Internal Validity

> A research study has if the observed relationship
between a treatment and outcome reflects a causal relationship

» We can say a comparison recovers an estimate of a
parameter if:

1. Assumptions are satisfied.

2. Researchers are able to recover the parameter of interest from a
comparison of means across different groups.
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Notation

> Z; € {0,1}: the assignment mechanism that allocates treatment to
a particular unit

> When this treatment assignment corresponds to the
actually-undertaken treatment D; we say that D; = Z;

» In our examples, this means:

> Fisher: the actual fertilizer allocated to each plot is applied correctly
and appropriately

> Eckel and Grossman: correct instructions were read and understood
by subjects

> Lalonde: those assigned to the training program took it up and
those not assigned did not receive it

> List and Lucking-Reiley: solicitation letters were delivered to the
correct houses and the letters were read and understood
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Notation (cont.)

> X;: vector of characteristics that the researcher measures prior to
treatment assignment (that is, pre-determined characteristics)

> R;: the post-treatment decision to remain in the study / not attrit
from the study sample, where R; = 1 indicates units that remain
while R; = 0 indicates units that attrit

> Y; will only be observed for those with R; =1
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Assumption 2: Observability

(assumption 2), requires that all participants originally in
the study remain in the study. Formally:

For all units i € J, we have P[R; = 1] =1, and
for each unit i € J for which the researcher observes (Y}, D;, Z;, X;).

> |If we observed the individual treatment effect, Y;(1) — Y;(0),
directly:

» Then sufficient to calculate the individual treatment effect for those
with observable data

» However, the necessity of observing multiple units requires that we
observe information on all units in our sample

> We require this information to calculate the average values of Y;(1)
and Y;(0)
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Assumption 2: Observability

> If the treatment assignment or outcome is missing due to a
decision by the units: an additional concern that the decision to
have a measurable outcome is a potential outcome itself

» In this case, the equation below does not represent mutually
exhaustive states of the world and there are unmodeled factors that
impact the subject’s potential outcomes

Yi= 3 Yi(d)IID; = d]

deD
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Assumption 3: Complete Compliance

(assumption 3) states that every unit assigned
to Z; = z ends up taking D; = z. Formally:

» For all units i € J, P[D; = Zj] = 1.
In general, there are 2 types of violations to this assumption:

1. Some units assigned to the control group (Z; = 0) acquire the
treatment by other means (D; = 1).

2. Some units assigned to the treatment group (Z; = 1) end up not
taking the treatment (D; = 0).

This violations are referred to as

When both violations occur together:
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When

>

Assumptions are Satisfied

When the three assumptions hold, we can write the observed
outcome as a function of the treatments and potential outcomes for
subjects who chose to participate in the experiment

Yi = DiYi(1) + (1 - Di)Yi(0) (3.3)

Given only two levels of D;, we can express the differences in means
between those in treatment and control groups as

T=E[Yi(1) [ Di = 1] - E[Yi(0) | D; = 0]

= E[Y; | D; = 1] — E[Y; | D; = 0] (3.4)

A study has if the observed difference in means, 7,
is equal to the average causal effect of D; on Y}, defined as:

¢ = E[Yi(1) - Y(0)]

34 /84



Outline

How Selection Leads to Bias
Using Randomization to Solve the Selection Problem
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The Selection Problem Leads to Bias

To better understand the relationship between T and 1, we can add and
subtract a missing counterfactual average to T

F=E[Yi(1)| D, = 1] —E[Y)(0) | D; = 0]
—E[Y(1) - Yi(0) | Dy = 1]

ATE on the treated

+E[Y(0) | D; = 1] - E[Y;(0) | D; = 0]

selection bias

Textbook section 3.5
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The Selection Problem Leads to Bias

Now we can consider the components driving the wedge between T and .

T-t=(1-PDi=1)) {ATT — ATU}
—_—
differential effects by treatment choice
(35)
+ (E[Yi(0)|D; = 1] — E[Y;(0)|D; = 0])

selection bias

> Since the choice to undertake treatment may result from underlying
optimization or decision problem, there is usually no reason to
assume units would have the same outcomes absent treatment
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Assumption 4: Statistical Independence

| 4

| 2

To understand the difference between T and t requires assumptions
about the assignment mechanism, Z.

If we maintain Assumptions 1-3, a sufficient condition for T to be an
internally-valid estimate of t is

{Yi(1),Yi(0)} L DO;

Statistical independence means that the
governing D; is independent of potential outcomes

Under this assumption,
E[Yi(0) | Di = 1] = E[Y;(0) | D; = 0]

so that selection bias is zero

Further, the ATE on the treated among participants is equal to the
ATE among participants:

E[Yi(1) = Yi(0) | D; =1] = E[Yi(1) — Yi(0) | Di = 0]

_E[Vi(1) - Y,(0)] (3:6)
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Outline

Introducing EPATE
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Problems Randomization Cannot Solve: When 7p_, # 7

> An experiment where the four assumptions are met allows
researchers to identify a causal effect

» But does not means the causal effect of interest is identified

> Let's consider the data generating process:

> The analyst first chooses a population of interest:

> The next step is drawing a sample from the population

» More formally, let P; denote the individual participation decision

> P; =1 indicates participation in the experiment, while P; =0
indicates non-participants

> Importantly, P; precedes treatment assignment

Textbook section 3.6
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Problems Randomization Cannot Solve (cont.)

» In Fisher and List and Lucking-Reiley, participation decision is not
made by the subjects

> Instead, the researchers randomly draw the units and choose the
P; = 1 group from the population of interest

» In Eckel and Grossman and Lalonde, the students make the decision
whether they place themselves in the P; =0 or P; = 1 group

> Given only two levels of D;, potential outcomes can be expressed as

Y, = {DIYI(]-) +(1-Dy)Yi(0), Pi=1 (37)

missing, P =
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Problems Randomization Cannot Solve (cont.)

» We can now express the average value of the outcome in our
treatment group as

E[Y;(1) | Di=1,P; =1 =E[Y; | D; =1, P; = 1]
and the average value of the control group as

E[Y;(0) | D;=0,P; =1] =E[Y; | D; =0, P; = 1]

» With this in mind, we can express differences in conditional
expectations between those in treatment and control groups as:

tp—1 = E[Yi(1) | D = 1, P = 1] = E[Y;(0) | D; = 0, P; = 1]
=E[Y; | D;=1,P =1 —E[Y; | D =0,P; = 1]
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Internal Validity

» A study has if the observed difference in
conditional expectations, Tp.—1, is equal to the average causal effect
of D; on Y; for those who participate in the experiment:

tp=1 = E[Yi(1) — Yi(0) | P =1]

> Note that internal validity of the experiment does not necessarily
imply that the researcher is identifying a parameter of interest

> Reseachers are interested in learning the average treatment effect for

the entire population:

©= E[Yi(1) - Yi(0)]
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Participation Bias

> If student’s participation is correlated with the effect of treatment,
we can compute as:

=1 —T=

E[P; = 0] (E[Y;(1) — Y;(0)|P; = 1] — E[Y;(1) — Y;(0)|P; = 0]) (38)

» This discussion shows what randomization does and does not resolve

» Randomization does not solve all (theoretical or practical) problems
related to causal inference, but it allows for easily interpretable and
credible treatment effects estimates

» When proposing alternatives to randomization, researchers should
show how their alternative affects internal validity
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Outline

Recovering and Interpreting Heterogeneity of Treatment Effects
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Recovering and Interpreting Heterogeneity

» Randomized experiments do not contain the information required to
estimate Var[t)]

> To see this, we write Var[t;] as a function of potential outcomes:

Var[z;] = Var[Y;(1) — Y;(0)]

— Var[ V()] + Varli(0)] - 2Cou]Yi(1). vi0)] )

> An experiment provides enough information to recover Var[Y;(D;)]

» The fundamental problem of causal inference prevents obtaining
information about the joint distribution of potential outcomes

» Thus, Cov[Y;(1), Y;(0)] is unobserved

Textbook section 3.7
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Recovering and Interpreting Heterogeneity

As an alternative, researchers will calculate ATEs conditional on some
pre-determined characteristics

In the Fisher case of maximizing the productivity of agricultural plots:

» Researchers wish to understand the effects of an additional dose of
manure (D; = 1), relative to the status quo (D; = 0)

> Recall, we estimate the causal effect by randomizing D; and
observing the differences in means when D; =0 and D; =1

> One might also want to know whether the slope of a plot attenuates
or augments this treatment effect.
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Revisiting the Fisher Experiment

> Let X; be the observable slope of a given plot of land relative to
some constant, fixed point

> We assume X; € {0,1}, where 0 is a completely flat plot and 1 is a
steeply-sloped plot

> An agricultural plot's slope may have direct effects on the outcome
variable, so now there are four potential outcomes given by:

Yi(Di»Xi) € {Y,(L 1)7 Y,(].,O), YI(O7 1)7 Yl(ovo)}
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Individual Treatment Effect

> There is also an expanded definition of the individual treatment
effect which now varies with each X; = x:

7(x) = Yi(1, x) — Y;(0, x)

> The for X; =x is
defined as:

t(x) = E[ti(x) | X; = x] = E[Yi(1,x) — Y;(0,x) | X; = x]

with the property that the ATE we defined before can be
re-expressed as E[t;(X})], taking expectations over the distribution

OfX,'.
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Conditional Average Treatment Effect (cont.)

» The researcher now has the ingredients in place for a research design
that is internally-valid for each CATE over X;:

1(1) = E[u(1)|X; = 1] = E[Y;(1,1) — Y;(0,1)|X; = 1]
3.10
©(0) = E[1;(0)|X; = 0] = E[Y;(1,0) — Y;(0,0)|X; = 0] (3.10)
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CATEs for the Fisher Experiment

> Researchers can obtain internally-valid estimates of the CATEs for
both flat and sloped plots

> Researchers cannot obtain an internally-valid estimate of the causal
effect of the /and slope on the outcome or treatment effect

» The counterfactual question about how slope would change
treatment effect states how the CATE changes with values X;
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CATEs for the Fisher Experiment

> Researchers can obtain internally-valid estimates of the CATEs for
both flat and sloped plots

> Researchers cannot obtain an internally-valid estimate of the causal
effect of the /and slope on the outcome or treatment effect

» The counterfactual question about how slope would change
treatment effect states how the CATE changes with values X;

» To understand this, we define At(X;):

> This object is also not directly observable

> We only observe each unit with a single potential outcome

> We only observe each unit with a single level of X;
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CATEs for the Fisher Experiment (cont.)

> |nstead, researchers measure difference between the conditional
average treatment effects, A%(X;)

AF(X) = 1(1) —1(0) = E[r:(1) | X; = 1] = E[1:(0) | X; = 0] (3.12)

» Using this, we can learn from our data whether the conditional
average treatment effect is higher when the plot has a steeper slope

> However, we cannot answer whether there is a causal effect of land
slope on the treatment effect
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CATEs for the Fisher Experiment (cont.)

» To see why, we can add and subtract a missing counterfactual to
rewrite equation AT(X;) as the sum of the land slope effect on the
treatment effect, and component due to heterogeneity:

A%(X,) == E [‘C,(l) - ’E,'(O) ‘ X,' = 1]

Treatment differences due to land slope

(3.13)
+E[’C,(0) ‘ Xi = 1] — E[’C,(O) | Xi = 0]

Treatment differences due to heterogeneity

» When we compare the two conditional average treatment effects, we
reintroduce a bias that looks a bit like selection bias, but has a
different character.
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Regaining Internal Validity

> To regain internal validity of A%(X;) for At(X;), we introduce
another distinct statistical independence assumption:

{Y:(1,X)), Yi(0,X,)} L X; (3.14)

» Rules out the existence of differences in potential outcomes that
correlate with experience and predict treatment effects

» For this assumption to be credible, researchers should explicitly
randomize X
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Outline

Violations of the Exclusion Restrictions
SUTVA
Observability
Compliance
Statistical Independence
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Potential Outcomes under Interference

> We began with Assumption 1 (SUTVA)

> Allowed us to write the observed outcome as a function only of a
unit’s treatment assignment and potential outcomes, without
dependence on the treatment assignment or potential outcomes of
other units

» This assumption incorporated the idea that the treatment
assignment of one unit did not affect the potential outcomes of
another

» Furthermore, SUTVA means that there are not different versions of
the treatment that could affect potential outcomes

Textbook section 3.8
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Potential Outcomes under Interference

> In many cases, it may be reasonable to assume that treatments
applied to one unit do not affect other units' outcomes

» In other settings, the no-interference assumption may not hold due
to peer effects, general equilibrium effects, externalities, or spillovers

» To understand how interference complicates our goal of recovering
treatment effects, we return to our original notion of a treatment
program
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Notation

» d = (d,d_;) € D" denotes a single realization of a treatment
program

» D_; = (Dwyi, Deyi; - - -, D(n—1)i) denotes treatment assignments of
units other than /

» This vector takes values d_; € DV~1

> We focus on the binary treatment case where D = {0,1}
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Observed Outcome under Interference

» The potential outcome of the i* unit who receives treatment d
when the sample receives the treatment program d_; is now denoted
by K(da d—i)

» The observed outcome is now given by:
Yi=Di Y Yi(l,d){Di=d}
d_;eDN-1

+(1-D0) Z Yi(0,d—;)[{D_; = d_;}.
d_,eph-1

(3.15)
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Observed Outcome under Interference (cont.)

The effect of unit i of the treatment status of a particular peer may differ
from the effect of the treatment status of a different peer.

Suppose there is an experiment with three subjects:

> The assignments of unit i's peers are d_; = (di, dp) and i's
potential outcome is Yi(d,d_;) = Y;(d, (d1, d2))

> Since the vector d_; has N — 1 elements, each unit has 2N potential
outcomes, a value that is reduced to 2 under SUTVA

» Without SUTVA, the number of potential outcomes scales
exponentially
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Observed Outcome under Interference (cont.)

Observed average value of the outcome variable in a treatment group is:

E| > Vid.d)I{D = d} | D;=d

dieD;

» The comparison between treatment and control is no longer equal to
the average treatment effect as this latter parameter is no longer
well-defined

> Since the comparison of conditional expectations is no longer the
average treatment effect, the experiment lacks internal validity
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Different Versions of the Treatment

» Under the second part of SUTVA, units assigned to a specific
treatment level cannot receive different versions of that treatment
when those versions affect potential outcomes

» In Fisher: there is only one type of manure being assessed and only
one way to apply that manure; both plausible

> A lab experiment such as Eckel and Grossman could have used
multiple proctors

> Let's assume that one of these proctors is a novice, and the other is
an expert in conducting experiments
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Returning to Eckel and Grossman

> Let V; € {0,1} denote the version of treatment where V; =1
represents the more experienced proctor

> Let D; = 1 represent the represent the charity treatment and D; = 0
the anonymous treatment

» There are four actual treatments available to the unit: D; x V;

» There are four potential assessment outcomes for each unit:
Yi € {Yi(1,1), Yi(1,0), Yi(0,1), Yi(0,0)}

63/84



Returning to Eckel and Grossman (cont.)

The observed value of Y; is given by:

Y= DiViYi(lv 1) + Di(l - VI)YI(LO)
+ (1= Di)ViYi(0,1) + (1 — D;)(1 — Vi) Yi(0,0)
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Returning to Eckel and Grossman (cont.)

Suppose that the researcher is interested in understanding the average
effect of the treatment for the low experienced proctor:

E[Yi(1,0) - Yi(0,0)]
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Returning to Eckel and Grossman (cont.)

When they compare mean assessment scores between treatment and
control, they instead recovers:

E[Y; | Di =1] = E[Y; | D; = 0]
=E[ViYi(1,1) + (1 - V))Yi(1,0) | D; = 1]
~E[V/Y/(0.1) + (1 - V))Yi(0,0) | D; = 0]
= E[Yi(1,0) — Y;(0,0)]

parameter of interest

+E[\/I | Di, Y,(]., 1)a Yl(]-ao)v Y,(O, ]-)a Y,(0,0)](]E[Y,(l, 1) - Yl(lvo)]

effect of V on treated

effect

» Comparison is the effect of the treatment plus another term
representing how the different versions of the experiment affected
the treatment administration
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Observability

» When Assumption 2 holds, randomization ensures the independence
of potential outcomes in the treatment and control groups of
participants

> Now, we deviate from Assumption 2 by allowing P[R; = 1] # 1
» This violation can arise within any type of experiment

» Designs that rely on longitudinal observations, such as LalLonde, are
particularly susceptible
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Observability

» The notation is similar to our approach for CATEs, but with one key
distinction: whereas X; is not a function of D;, we allow R; to be a
function of D;

» For each unit i, Ri(D;)e{0, 1} is equal to 1 if Y; is observed (no
attrition) and 0 otherwise

> When P[R; = 1] # 1, our new outcome equation takes the form:

1
0

y _ [DYiW)+ (1= D)Yi(0). R(D)
' missing, Ri(D;)

» While the observed attrition equation takes the form:
R: = DiRi(1) + (1 — D;)R:(0)
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Observability

> The inability to observe Y;|R; = 0 is a threat to the internal validity
of the experiment

» To demonstrate this concern, imagine that parameter of interest is
the average causal effect of D; on Y; for those who do not attrite,
defined as

tr1 = E[Y/(1) - Yi(0)|R(D;) = 1] (3.16)

» While the relevant difference-in-means parameter that a researcher
who has attrition in her sample might consider is:

tro1 = E[Yi(1)|D; = 1, Ri(1) = 1] — E[Y;(0)|D; = 0, Ri(0) = 1]
(3.17)
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Observability

» We can again add and subtract a missing counterfactual,
E[Yi(0)|D; =1, Ri(1) = 1], to obtain

tr=1 = E[Yi(1)|D; = 1, Ri(1) = 1] - E[Y;(0)|D; = 0, R;(0) = 1]
=E[Yi(1) — Yi(0)|D; = 1, Ri(1) = 1]

ATE on the treated (among nonattritors)

+E[Yi(0)|D; =1, Ri(1) = 1] = E[Y;(0)|D; = 0, R;(0) = 1]

selection bias on nonattritors
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Observability

>

Randomizing D; ensured the independence of potential outcomes in
the initial treatment and control group

But selection bias is reintroduced through some units' decision to

leave the sample selectively

Now, the internal validity of the experiment depends on the nature
of the attrition

When the decision to attrit is related to potential outcomes or
treatment assignment, then Tg_; is not an internally valid estimate
of TR=1

When attrition is purely random, then tg._; is an internally valid
estimate of Tg—1
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Compliance

» Recall that Assumption 3 relates to treatment assignment and
receipt: the treatment that a researcher assigns to a unit is the
exact treatment that the unit receives

> If you are supposed to receive the cholesterol pill, you receive, and
ingest, the cholesterol pill

» Non-compliance refers to the situation in which the treatment
assigned by the experimenter does not math the treatment taken up
by the subject
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Compliance

> Concretely, recall Z; € {0,1} represents the treatment randomly
assigned by the experimenter, which may or may not differ from the
treatment subjects receive, D;

» Similar to our modeling of attrition, the subject’s treatment status is
now an intermediate outcome

» In this case, the intermediate outcome is influenced by the
assignment of Z;, D;(Z;) € {0,1}
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Compliance

» The key elements of the problem posed by non-compliance are that
the decision to comply is

> an action that was not accounted for in the original formulation of
the model

> that the decision to take up treatment is a potential outcome

» Under non-compliance, exhaustive states of the world are
represented by:

Di(Z;) = Z:Di(1) + (1 — Z;) Di(0) (3.18)

Yi = Di(Zi)Yi(1) + (1 = Di(Z))Yi(0) (3.19)
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Compliance

> Now, the comparison of those who received treatment to those in
the control group is given by:

©=E[Yi(1)|Di(Z) = 1] - E[Yi(0)| Di(Z) = 0] (3.20)

» Which is equivalent to:

t=E[Yi(1) — Yi(0)|Di(Z) = 1]
+ E[Y;(0)|D;(Z;) = 1] — E[Yi(0)|Di(Z;) = 0]

selection bias

(3.21)
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Compliance

» This comparison is often called "as-treated” analysis because it
ignores the original assignment and compares individuals who took
up treatment to those who did not

» When units optimally decide whether to comply with the assignment
mechanism, we expect them to incorporate their potential outcomes
into their decision

» Those who choose to take up treatment are more likely to benefit
from taking up treatment

» If non-compliance is unrelated to potential outcomes, then
as-treated analysis will produce unbiased estimates
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Statistical Independence

» Individual choices that take into account expectations of the causal
effects of the treatment based on information held by the subject
that the researcher does not observe can violate

» Using randomization to ensure that selection bias does not make
sludge of our recovered treatment effects

> Even in cases where randomization is possible, difficulties can arise

» For example, what happens when you randomize and the
pre-treatment covariates are not balanced across treatment and
control? Should you re-randomize? This is taken up in part Il of
the book.

77/84



Outline

Conclusions
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What have we learned?

» One can express causal statements in a potential outcomes
framework

» In this framework, a unit’s actions or treatments affect their
potential outcomes

» The fundamental challenge to establishing a causal relationship
between an action and an outcome is that each unit either
undertakes the action or does not

» Since we never observe the counterfactual outcome, estimating
causal effects requires multiple units, some of which are treated and
others who are not

Textbook section 3.9
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What have we learned?

> A causal claim’s credibility then critically depends on how well
researchers can construct these missing counterfactuals

> This requires a series of exclusion restrictions

> Researchers use a variety of empirical methods to construct the
relevant counterfactual

> Researchers will have to make assumptions in order to use these
methods
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What have we learned?

There are three main advantages that experiments have over studies
using naturally-occuring data:

1. The researcher has complete information about the assignment
mechanism.

2. The experimenter can have nearly complete information regarding
the choice environment of the units in the experiment.

3. Unlike many other sciences, social sciences seek to overlay narratives
on top of the data.
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What have we learned?

» These three advantages have led some advocates to consider
experiments to be the “gold standard” for testing causal questions

» While experiments are a unique general tool, generalizations outside
of the studied domain might prove difficult in some cases

> Issues as varied as attrition, compliance, missing data, administrative
tasks, and interference all remain in the coming chapters
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Assumptions to

|dentify the ATE

Assumption Statement Consequence if violated Ch.

3.1: SUTVA Yi(d) = Yj(d) for all  Difference-in-means identifies a weighted 11
de DV average of direct and indirect treatment

effects

3.2: Observability P[R; = 1] = 1 for all  Selection bias and/or power loss 12
units f

3.3: Complete P[D; = Z] = 1 for all As-treated analysis biased; other 13

compliance units 7 parameters required

3.4: Statistical {Yi(1), Yi(0)} L D; Selection bias 14

independence

[Table 3.4 in the Textbook]
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