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Abstract

If left unidentified and uncorrected, self-selection biases may greatly compromise the external
validity of the outcomes of field experiments. We show that self-selection biases in terms of observed
und unobserved characteristics can be well identified and corrected by means of a complementary
stated preference (SP) experiment conducted among the participants and non-participants of a field
experiment. In the SP experiment, respondents are confronted with hypothetical choice situations
that closely resemble the choice situations present in the field experiment. The SP experiment
does not only allow us to compare participants and non-participants with respect to their behavior
and implied preferences in the hypothetical choice situations, but also renders it possible to infer
how non-participants would have behaved if they had decided to participate, using an innovative
modeling approach to elicit the corresponding preference structures. We apply this approach in
the context of a large-scale field experiment in which train commuters received monetary rewards
for traveling outside peak hours. We find strong self-selection biases, especially with respect to the
marginal utility of income, which is significantly higher among participants of the field experiment.
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1. Introduction

Field experiments have become increasingly popular over the past years, as they constitute
a useful compromise between natural experiments and laboratory experiments (e.g. List, 2007).
However, just as traditional laboratory experiments, most of them involve voluntary participation.
As the (expected) utility to be gained from participation usually varies across the population,
participants may differ from non-participants in terms of observed and unobserved characteristics,
potentially hampering the external validity of the results.1 The resulting sampling biases are
usually referred to as self-selection (or participation) biases. They have been studied extensively
in the context of laboratory experiments (e.g. Harrison et al., 2009; von Gaudecker et al., 2012;
Cleave et al., 2013), whereas they have received less attention in the context of field experiments,
although arguably equally relevant (exceptions are the studies by Gautier and Klaauw (2012) and
Dohmen and Falk (2010)). In this paper, we show that self-selection biases in field experiments can
be well identified by conducting complementary laboratory experiments among participants and
non-participants of a field experiment. This method is especially well suited to reveal self-selection
biases with respect to underlying behavioral preferences, as – in contrast to the existing approaches
aimed at tackling self-selection biases – it makes use of behavioral data from non-participants of
the field experiment.

We study self-selection biases in the context of a field experiment that is characterized by volun-
tary participation and monetary, behavior-dependent rewards. The experiment concerns scheduling
decisions of (train) commuters when trips outside the peak period are rewarded financially. The
approximately 1000 voluntary participants of the field experiment were recruited among regular
train commuters in the Netherlands. Over a period of multiple months, they received financial
rewards for off-peak trips ranging between 1.5 and 4.5 Euro per trip. Their travel behavior before,
during and after the reward experiment was measured via a smartphone app. Time-differentiated
pricing in transportation has been advocated for a long time as a tool to reduce congestion, crowd-
ing and capacity requirements during peak hours (see for instance Vickrey, 1969). However, so far,
empirical evidence on the effect of time-differentiated prices on the scheduling behavior at the level
of the individual traveler is rather limited (e.g. Peer et al., 2015).

We analyze the scheduling preferences of the participants of the field experiment using random-
utility-maximization (RUM) models. Persons choose between alternative train connections, each of
which is characterized by the following attributes: (monetary) reward, travel time, schedule delays,
number of transfers, travel time reliability and crowdedness. From the estimated coefficients, we
can derive the marginal rate of substitution between any pair of attributes. Because a monetary
attribute (i.e. the reward) is present, the monetary valuations of the attributes can be derived (e.g.
the monetary value attached to reducing travel time by one hour). As these valuations are crucial
inputs for transport policy appraisals, we are especially interested in identifying to which extent
self-selection biases affect these valuations.

The approach we use to identify self-selection biases in the field experiment makes use of com-
plementary choice data collected in a hypothetical, laboratory setting for both participants and
non-participants of the field experiment. Such data are usually referred to as stated preference
(SP) data as opposed to choice data collected in field experiments, which are usually referred to as

1Note that the (expected) utility gained from participation may not only depend on the expected (monetary)
benefits, but may also depend on implicit factors such as social preferences such as the desire to make moral choices
(Levitt and List, 2007).
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revealed preference (RP) data. We will adopt this conventional terminology in the remainder of the
study.

The scheduling choice situations shown in the SP experiment (to both participants and non-
participants of the field experiment) closely resemble those present in the the field experiment.
Taking into account both the RP data from the field experiment and the SP data from the labora-
tory experiment, we are then able to estimate different scheduling models, which differ with respect
to the classes of respondents for which separate sets of coefficients are estimated. In one variant,
class membership in the scheduling model is determined by the observed participation behavior
to the field experiment, whereas in the other variant it is determined by predicted participation
behavior, which is derived from a model that explains participation behavior. Based on these esti-
mations, we are able to infer the scheduling preferences of non-participants in the field experiment,
and subsequently, using simulation techniques, we are able to show to which extent trips by non-
participants would have been shifted from peak to off-peak periods if they had participated in the
field experiment.

The estimated models provide valuable insights with respect to the differences between par-
ticipants and non-participants of the field experiment, both in terms of observable characteristics
(e.g. socio-economic variables, scheduling restrictions) as well as in terms of (usually unobserved)
preference structures. In contrast to existing approaches to tackle selection biases (most impor-
tantly, propensity score matching and Heckman-selection-models), our modeling approach enables
us to understand how non-participants would have behaved if they had participated in the field
experiment. This is due to the inclusion of behavioral (SP) data also for non-participants. Unlike
propensity score matching, our approach to identify self-selection biases does not exclusively rely
on differences in observable characteristics between participants and non-participants; and unlike
Heckman-selection-models, our method does not rely on the presence of strong instruments (i.e.
variables that only affect the participation decision, but not the scheduling decisions) either.

The main contribution of this study is the development of a methodology for identifying self-
selection biases in field experiments, based on the collection of high-quality complementary SP
data among participants and non-participants of the field experiment. While we are not the first
to acknowledge the advantage of combining these data sources (see for instance Harrison and List,
2004; List, 2006; Dohmen and Falk, 2010), we are, to our best knowledge, the first ones to use SP
experiments conducted among participants and non-participants of a field experiment to identify
self-selection biases in the field. Dohmen and Falk (2010) have a similar focus in their study of
self-selection into educational professions, however, their identification strategy is different from
ours: they use self-selection patterns identified in a laboratory experiment to predict self-selection
in the field.

We find strong evidence of self-selection biases in our application. In particular, we are able
to identify a striking difference in the marginal utility of income between participants and non-
participants: consistent with their decision to participate, participants gain more utility from an
additional unit of income. The policy implications of this finding are potentially large. For instance,
if the marginal utility of income in field experiments with voluntary participation tends to be higher
than for the general population, and these biased estimates of the marginal utility of income are used
in policy appraisals, demand shifts due to a change in the price of one or more choice alternatives will
be overstated. Policy appraisals may also be severely biased if the monetary valuations of relevant
characteristics are based on the biased marginal utility of income. Despite its policy relevance, we
are not aware of any previous research that has investigated or even demonstrated the presence of
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selection biases with respect to the marginal utility of income.
Evidently, this paper also contributes to the extensive literature on the valuation of travel-

related attributes (value of travel time savings, value of comfort, etc.), which generally has not paid
much attention to self-selection issues despite their potentially sizable impact on the valuations
(among the few exceptions are Mabit (2008), Fosgerau et al. (2010) and Significance et al. (2012)).

The remainder of the paper is structured as follows. Section 2 describes both the field and the
laboratory experiment, as well as the corresponding recruitment procedures, and it gives an overview
the available data sources. Section 3 presents the estimation methodology as well as descriptive
statistics. Section 4 contains the estimation results, and Section 5 the simulation results. Section 6
concludes.

2. Data

2.1. Overview
The models estimated in this paper try to explain how people who commute by train decide

on their departure time for their morning commute, using two primary data sources: revealed
preference (RP) data on real-life scheduling choice behavior, and stated preference (SP) data from
hypothetical scheduling choice experiments. The RP data are available for participants of the
field experiment, during which participants received monetary rewards if they traveled outside
the peak. In contrast, SP data are available for participants as well as non-participants of the
field experiment, where non-participants are persons who were invited to join the field experiment,
but declined. Unlike in standard models aimed at tackling self-selection, behavioral data are thus
available also for non-participants (albeit collected in hypothetical choice situations). In addition to
the behavioral data, descriptive data on socioeconomic variables, characteristics of the usual travel
behavior, scheduling preferences and scheduling restrictions have been collected from participants
and non-participants, and will be used in the models. Table 2 gives an overview of the data
availability.

Table 1: Data availability

Data Participants Non-participants
Behavioral data
Revealed preference (RP) ×
Stated preference (SP) × ×
Descriptive data
Socioeconomic characteristics × ×
(Self-reported) scheduling preferences and restrictions × ×
(Self-reported) characteristics of the usual travel behavior × ×

2.2. Revealed preference (RP) data
The RP data originate from a peak avoidance experiment conducted in the Netherlands between

2012 and 2013. Participants (typically persons who commute to work by train; the recruitment
procedure is described in more detail in Section 2.4) obtained monetary rewards for traveling outside
the peak hours, implying that their travel costs were differentiated by time of the day. During the
experiment, the travel behavior of the participants was measured using a customized smartphone
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app that continuously transmitted the geo-location of the smartphone to a central database. The
experiment consisted of 3 phases: 3 weeks of pre-measurement, 15-18 weeks of reward period and
4 weeks of post-measurement. During the pre- and post-measurement periods no rewards were
distributed. During the reward period, the participants received a reward if they started their trip
from the begin station to the end station of their participation origin-destination (OD)-pair2 outside
the morning peak (6:30-9:00), and another one if they started their trip from the end station to the
begin station of their participation OD-pair outside the evening peak (16:00-18:30).3 Note that in
this paper, we focus on the morning commute behavior, as the SP covers only morning commute
decisions. The size of the reward was dependent on the length of the participation OD-pair, and
on the reward regime (each participant went through a low and a high reward regime in random
order), as indicated in Table 2.

Table 2: Rewards per off-peak trip

Reward regime
Distance class of participation OD-pair high low
≤ 25 km 2.5 € 1.5 €
26–40 km 3.5 € 2.5 €
> 40 km 4.5 € 2.5 €

No rewards were offered for off-peak travel during weekends, nor for a complete suppression of
a trip. Moreover, the rewards were only paid if the participants had filled out all required surveys
(among which the SP experiment discussed below), as well as various "logbooks" in which they
were asked to provide detailed information on the train trips they made during specific weeks. More
detailed information on the setup of the RP experiment, as well as the collected data, can be found
in Peer et al. (2016).

2.3. Stated preference (SP) data
Both participants and non-participants completed an SP experiment consisting of 10 choice

situations containing two departure time alternatives for the morning train commute. The choice
alternatives differed in terms of departure and arrival times, rewards, expected levels of crowding
and travel time variability. The respondents had to indicate their preferred alternative in all 10
choice situations. The choice situations presented in the SP experiment were designed such that
they resembled real-life choice situations. This was done to improve the comparability of choice
behavior in the SP and RP setting, and also to reduce biases due to the hypothetical character
of the SP (e.g. Hensher, 2010). The latter is predominantly achieved by using a realistic framing

2All participants were assigned a so-called ‘participation OD-pair’ when they registered for the experiment, which
generally corresponds to the rail link along which they (usually) commute.

3It is important to realize that participants were rewarded for undertaking an app-registered train trip along their
participation OD-pair outside the peak hours in order to avoid giving them incentives for leaving trips unregistered.
This implies that they were not rewarded for working from home, or for choosing alternative modes of transport; and
moreover, their potential to earn rewards was independent from their travel behavior (including weekly frequency)
during pre-measurement.
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of the choice situation4 as well as realistic attribute levels, including personalized departure and
arrival times, subject to the respondent’s preferred arrival time (PAT) and usual travel time on the
morning (train) commute.

10 different versions of the SP were designed, which were distributed randomly among partici-
pants. They were designed employing the so-called D-efficiency criterion, which seeks to minimize
the determinant of the variance-covariance matrix subject to prior parameter estimates (the so-
called "D-error"). The D-efficiency criterion is the most popular optimality criterion in the design
of choice experiments (Kessels et al., 2006), and is especially adequate in the presence of respondent-
specific reference points (as travel time and the PAT are in this paper) (Rose et al., 2008). We
selected the optimal design (consisting of 10 versions) among 5000 randomly generated candidate
designs subject to a standard additive specification of the utility function, to various constraints5,
and to draws from prior parameter distributions.6 We compared the candidate designs by comput-
ing the average D-error across a given set of draws from the prior parameter distributions for each
candidate design. More detailed information on the design of the SP can be found in the ancillary
technical note by Peer and Knockaert (2016), which is available upon request.

2.4. Recruitment
The participants of the RP experiment were recruited from existing clients of all Dutch passenger

railway companies during two recruitment rounds. Only persons who already owned an annual rail
pass for a specific OD-pair or the entire Dutch network, were entitled to participate. As a result,
86065 eligible persons received a personal invitation via email during one of the two recruitment
rounds. During the second recruitment round, in addition to the emails, also posters at the most
frequented stations of the Netherlands were used to approach potential participants. The two
recruitment rounds resulted in 1009 participants who downloaded and used the customized app
successfully. This implies a response rate of 1.2%, if only those approached via email are considered.
And the response rate is even lower if one takes into consideration that some train travelers may
have registered as a consequence of having seen the posters at the stations rather than having
received an email. A possible explanation for the low response rate is the recruitment method. In
contrast to previous peak avoidance experiments (which typically yielded response rates between
5 and 20%7), potential participants were approached by email rather than by postal mail. A large

4It was randomly assigned whether the departure time decisions for a specific-respondent were framed in a short-
run or long-run context, where the short-run context refers to departure time choices on the day of travel (if the usual
connections is unexpectedly not available), and the long-run context refers to departure time decisions in a month
time, if one would be notified that the timetable will change permanently in a month and the usual connection will
not be available any longer. As the different versions of framing the SP did not seem to affect the choice behavior
much, we pool the data here.

5We first defined the set of values that the attributes could assume, but additionally, we also specified how often
specific levels should occur in one version of the SP. Moreover, in order to avoid extremely short or long travel times,
as well as extremely early or late arrival times, we chose to use different reference travel times and PATs than the ones
provided by the respondents in some cases. Finally, we also fixed that the left alternative always had an arrival time
earlier or equal to the respondent-specific PAT, and the right alternative later or equal to the respondent-specific
PAT.

6Designs optimized subject to prior parameter distributions are often referred to as Bayesian efficient designs,
and are generally considered more stable as they will be quite efficient over a larger range of parameter values (e.g.
Bliemer et al., 2008). The priors were based on the estimation results obtained during previous SP-based scheduling
experiments in the Netherlands.

7E.g. Samenwerkingsverband Spitsmijden (2009); Knockaert et al. (2012a,b)
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number of recipients may have ignored the emails, expecting that they contain advertisements for
train journeys. Other reasons for declining the invitation can be derived from the outcomes of the
final survey. In this final survey, 38% of those who ultimately decided to participate stated that
they had doubts concerning their participation.8

Persons who were invited to participate in the RP experiment but declined (the so-called non-
participants) were approached again a few months later (again via email) with the request to
fill in a survey focusing on their reasons for declining participation in the RP experiment. In
return they would receive a voucher worth 20€ (or alternatively, a donation of the same amount
to a charity organization of their choice). The survey covered various questions on socioeconomic
characteristics, travel behavior and scheduling restriction, but most importantly it contained the
same SP experiment that also had to be filled in by the participants. Among the 3697 recipients of
the email, 489 filled in the questionnaire (implying a response rate of ca. 13%).9

3. Modeling approach

3.1. Introduction
This section introduces our modeling approach, which is based on conventional (random-utility-

maximizing) discrete choice models,10 and emphasizes the joint use of RP and SP data. The RP data
describe choices between different existing train connections in the field experiment (the number
of available alternatives differs across OD-pairs, and ranges from 8 to 89), whereas the SP data
describe choices between two hypothetical departure time alternatives. Our modeling approach
comprises two models:

1. The scheduling model explains the scheduling behavior of participants (in the RP as well as
the SP experiment) and of non-participants (in the SP experiment) (Section 3.2).

2. The participation model explains why persons with specific characteristics choose to partici-
pate in the field experiment (Section 3.3).

We present three estimations of the scheduling model with multiple classes each (i.e. one set
of coefficients is estimated for each class of respondents). The estimations differ with respect to
the specification of the class membership function in the scheduling model (see Section 3.4). In
one variant (’sequential estimation’) class membership in the scheduling model is determined by
the participation model, whereas in the other variant it is determined by observed participation
(’independent estimation’).

As for the participation model we will present only one estimation; for practical reasons its
discussion is featured as the first stage of the ’sequential estimation’ because of its role as class
membership model in the subsequent estimation of the scheduling model.

8Reasons included the technical complexity of the experiment (access to a suitable smartphone: iOS or Android
platform, preferably with unlimited internet access; online registration; app download), a perceived lack of information
on the setup of the experiments and the reward scheme, the time requirements to fill in the surveys and logbooks as
well as privacy concerns.

9Due to the rather generous reward of 20€ for filling in the survey, we are quite confident that the non-participants
who filled in the survey are representative for all non-participants. Moreover, earlier research has shown that selection
biases in laboratory experiments tend to be rather limited (e.g. Cleave et al., 2013; Abeler and Nosenzo, 2014).

10An in-depth discussion on discrete choice theory can be found in Ben-Akiva and Lerman (1985), Train (1986),
Anderson et al. (1992) and Train (2003).
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It can be shown that the independent and sequential estimation correspond to different ways to
estimate the same behavioural model (see Appendix A). Both variants deliver consistent estima-
tions, with the independent estimation being efficient whereas the sequential estimation is not. Our
dataset however does allow to estimate only a subset of choice coefficients using the independent
estimation, whereas the sequential estimation allows to estimate all coefficients of the scheduling
model.

The descriptive characteristics of the dataset are discussed in Section 3.5.

3.2. Scheduling model
We assume that participants and non-participants make trade-offs between the reward, travel

time, schedule delays, the number of transfers, travel time reliability and crowdedness when deciding
on the departure time for their commute trips. Table 3 gives an overview of the alternative-specific
attribute vector Z and the corresponding data-source-specific coefficient vectors β (for SP) and γ
(for RP) that will be estimated.11 The attributes have been defined in consistent ways between SP
and RP for most variables. An exception is the number of transfers, which is present among the
RP attributes, but has not been included in the SP.

Table 3: Overview of the scheduling choice variables

Variable Coefficient Definition
SP RP

ZR βR γR Reward [€]
ZTT βTT γTT Travel time [hour]
ZSDE βSDE γSDE Schedule delay early [hour]
ZSDL βSDL γSDL Schedule delay late [hour]
ZTR βTR γTR Number of transfers [#]

ZC3 βC3 Crowded train: seat occupancy is close to capacity
ZC4 βC4 Very crowded train: passengers need to stand
ZC γC 1 if expected train occupation rate > 90%, 0 otherwise
ZCU γCU 1 if no expectation available for occupation rate, 0 otherwise

ZREL βREL 1 if P (more than 10 minutes delay at arrival) > 10%, 0 otherwise
ZREL γREL 1 if P (more than 10 minutes delay at arrival) > 5%, 0 otherwise

In the SP domain, the attributes, set of choice alternatives and the chosen alternatives are
unambiguous, whereas for the RP they first had to be defined. Peer et al. (2016) describe the exact
definitions in detail. Here, we only summarize this by noting that logbook data12 and data from
an app provided by the Dutch national railway company13 are used for the purpose of defining the

11For readers familiar with the literature on scheduling models: note that we deviate here from the conventional
notation of β (γ) being the shadow price associated with schedule delay early (late).

12Logbook data are only available for participants during 6 weeks of their participation. In each of these weeks
participants had to provide detailed information on their travel behavior, including delays they encountered. We use
the logbook data mostly for defining the expected reliability of each RP departure time alternative.

13These app data are used to define the reward, the travel time, the schedule delay, the transfer and the crowding
attribute for each RP departure time alternative. Moreover, it is also used to define the available departure time
alternatives for each RP departure time alternative.
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(person-specific) attributes and the choice set.14 The chosen alternative is defined by matching the
GPS-observed arrival and departure times to the corresponding choice set.

The topology chosen for the scheduling model is that of a classical multinomial logit model. The
deterministic utility Vjmn related to person n, scheduling choice alternative j and choice situation
m is linear in parameters, and defined as follows:

Vjmn =

{
β Zjmn for SP choice alternatives
γ Zjmn for RP choice alternatives

(1)

The random utility is defined by adding a random disturbance ε which is Gumbel distributed:

Ujmn = Vjmn + εjmn (2)

The choice observation ymn is then defined as the alternative j with the highest utility Ujmn:

ymn = argmaxjUjnm (3)

Finally, the probability mass function Ps of alternative i in choice situation m by person n is:15

Ps(i|Zmn;β, γ) =
eVimn∑
j e

Vjmn
(4)

Extending the scheduling model to a class specification involves defining a class-specific vector
of coefficients βc and γc (one set of coefficients for each class c = 0, . . . , C− 1 with C the number of
classes), and a class-membership (participation) model with probability mass function Pm(c|Xn;α),
which will be defined in Section 3.3. The probability mass function P1 of the scheduling decisions
y1n, . . . , yMn by individual n is then:

P1(y1n, . . . , yMn|Zn, Xn;α, β0, β1, γ0, γ1) =
∑
c=0,1

[
Pm(c|Xn;α)

∏
m

Ps(ymn|Zmn;βc, γc)

]
(5)

which accounts for the panel specification of the observations in the dataset. We will discuss
different specifications of Pm in Section 3.4.

3.3. Participation model
We expect that participation is mainly driven by the expected aggregate reward and the effort

associated with collecting the reward. In the context of this paper this may depend on socioeco-
nomic variables, characteristics of the usual travel behavior, scheduling preferences and scheduling
restrictions. Data on these variables have been collected from surveys among participants and non-
participants of the RP experiment. Overall, 36 different variables (all specified as binary variables)

14The choice set has been defined based on timetable information from a a popular smartphone app provided by
the national Dutch railway company, which shows the relevant connections along a specific OD-pair. We take into
account all connections between 5.30am and 10am, resulting in choice sets that vary in size (from 8 to 89 alternatives)
across different OD-pairs.

15To simplify our notations we will note as Zmn the set of the attribute vectors {Z1mn, . . . , ZJmn} that correspond
to the choice set m evaluated by person n. Similarly we will note as Zn the set of all attribute vectors Zjmn faced
by person n across all choices made.
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enter the participation model as control variables. A full overview of the variables is presented in
Table A.11. We note the vector of variables for person n as Xn, and the vector of corresponding
coefficients as λ. The typology chosen for this model is that of an ordered probit. We define X∗n as
a distributed variable with disturbance term ωn:

X∗n = λXn + ωn and ωn ∼ N (0, 1) (6)

The probability density function of X∗n is φ(ωn−λXn) (with φ the standard normal probability
density function). The observation In (0 for non-participation and 1 for participation) is then
defined using an (estimated) threshold value α as:

In =

{
0 if X∗n < α

1 if X∗n > α,
(7)

and the probability mass function P2 of In by:

P2(0|X∗n;α) =

{
0 if X∗n > α

1 if X∗n < α
and P2(1|X∗n;α) =

{
0 if X∗n < α

1 if X∗n > α.
(8)

Note that the bivariate ordered probit applied here is mathematically equivalent to a binomial
probit choice model.

3.4. Estimation
We discuss three model estimations corresponding to three different specifications of the class

membership probability density function in the scheduling model, Pm:

1. Independent estimation (scheduling model with 2 classes): deterministic class membership
depending on participation in the field experiment (Section 3.4.1)

2. Independent estimation with latent classes (scheduling model with 4 classes): within the
classes of participants and non-participants of the field experiment, respectively, a pure latent
class model determines class membership (Section 3.4.2)

3. Sequential estimation (2 classes): the participation model determines class membership in the
scheduling model (Section 3.4.3)

3.4.1. Independent estimation
Here we estimate separate (and independent) scheduling models for each group: one model for

participants, and a second model for non-participants. To estimate each model, we optimize the
log-likelihood of the observations provided by the corresponding group. It will deliver us with two
(SP-related) coefficient vectors βc, one for participants (β1) and one for non-participants (β0), as
well as one (RP-related) coefficient vector γc for participants (γ1). The coefficient vector γ0 for non-
participants cannot be estimated, as for this group we do not have RP observations. The estimation
defined here is equivalent to defining the class membership probability Pm(c|In) = |c+ In−1|. The
log likelihood LLn of the observations by participant n becomes then:

LLn = ln
∑
c=0,1

|c+ In − 1|
∏
m

Ps(ymn|Zmn;βc, γc)

=


∑
m

lnPs(ymn|Zmn;β0) if In=0 (non-participant)∑
m

lnPs(ymn|Zmn;β1, γ1) if In=1 (participant)

(9)
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3.4.2. Independent estimation with latent classes
In this estimation, we extend the independent estimation with two latent classes for each group.

The latent class model is a specific case of a mixed logit specification and allows to capture unob-
served heterogeneity in preferences across participants. The estimation of the models for the two
groups (participants and non-participants) is still independent and done exclusively on observations
provided by participants of the corresponding group. The log likelihood LLn of the observations
by participant n becomes then:

LLn =


ln

∑
c=0,1

αc
∏
m

Ps(ymn|Zmn;βc) if In=0 (non-participant)

ln
∑
c=2,3

αc
∏
m

Ps(ymn|Zmn;βc, γc) if In=1 (participant)
(10)

with α1, α3 being estimated constant probabilities, and α0 = 1− α1 and α2 = 1− α3.

3.4.3. Sequential estimation
In the sequential estimation, we first estimate the participation model and subsequently use

the simulated class membership probabilities P2 as a class membership model Pm when estimating
the scheduling models for both classes. Because each participant has a strictly positive probability
to be member of any of both classes (∀c : P2(c|X∗n;α) > 0), this estimation provides an RP
coefficient vector γ also for the class of non-participants. Note that the methodology applied here
is mathematically equivalent to that of a (distributed) propensity score, where X∗n is the propensity
score. Estimating the participation model implies identifying values for the coefficients α and λ
that maximise the log likelihood LLp:

LLp =
∑
n

ln

∫
φ(ωn − λXn) · P2(In|X∗n;α) dω︸ ︷︷ ︸

Lp,n

(11)

As P2(In|X∗n;α) is binary, we can solve the integral (as a definite integral over the interval where
P2(In|X∗n;α) = 1) and express the likelihood Lp,n of the observation In (0 for non-participation and
1 for participation) by person n using the standard normal cumulative distribution function Φ:

Lp,n =

{
Φ(α− λXn) if In=0
1− Φ(α− λXn) if In=1

(12)

In the second step, we use the identified values α̂ and λ̂ (so in this step X̂∗n = λ̂Xn + ωn) to
estimate the scheduling model, which implies identifying values for each βc and γc that maximize
the log likelihood LLc:

LLc =
∑
n

ln

∫
φ(ω − λ̂Xn) · P1(y1n, . . . , yMn|Zn, X̂∗n; α̂, β0, β1, γ0, γ1) dω (13)

=
∑
n

ln

∫
φ(ω − λ̂Xn)

∑
c=0,1

P2(c|X̂∗n; α̂)
∏
m

Ps(ymn|Zmn;βc, γc) dω︸ ︷︷ ︸
Lc,n

(14)
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As the conditional choice probabilities Ps(ymn|Zmn;β, γ) are not dependent on X̂∗n and P2(c|X̂∗n; α̂)
is binary, we can again solve the integral:

Lc,n = Φ(α̂− λ̂Xn)
∏

Ps(ymn|Zmn;β0, γ0) + (1− Φ(α̂− λ̂Xn))
∏

Ps(ymn|Zmn;β1, γ1) (15)

As noted in Appendix A, the sequential estimation of the model, with integration of the choice
model over the distribution of the membership model variable X̂∗n as is done here, is consistent, but
not efficient.

3.5. Descriptives
The observational dataset is a combination of SP and RP observations. As the SP survey is

focused on the morning peak, we will only take into account RP observations collected during the
morning peak. For each participant to the SP experiment, all 10 SP observations are included.
For participants to the RP experiment we sampled from the set of available RP observations:16

for participants with more than 11 RP observations we randomly sampled 11 observations; for
participants with less than 11 RP observations we included them all.17 The resulting RP-dataset
contains on average 10 observations per participant. Participants for whom no RP observations
were included in the dataset are excluded from further analyses.

Table 4 provides the relative share of peak trips during the three phases of the RP experiment.
We find that the relative number of peak trips is significantly lower during the reward period than
during pre- and post-measurement, implying that the financial reward for off-peak trips indeed led
to changes in scheduling behavior. More precisely, the relative share of peak trips decreased by 33%
during the reward period compared to the pre-measurement, and by 13% during post-measurement
(again compared to the pre-measurement). Interestingly, during the post-measurement the relative
share of peak trips did thus not return to the pre-measurement level, but remained lower, possibly
because participants got used to traveling outside the peak hours.

Table 4: Peak shares

Period Number of observations Relative share of peak trips

pre-measurement 568 68.8%
experiment 3410 46.3%
post-measurement 499 59.9%

Figure 1 provides the graphical illustration of the distribution of departure times during the
three phases of the experiment (pre-measurement, reward period and post-measurement) of all RP
observations taken into account in the analysis. The figure provides a strong indication of self-
selection with respect to the usual travel behavior. It shows that already before the start of the
experiment, participants tended to travel outside peak hours, in particular before the start of the
morning peak period. Clearly, this pattern is not representative for the overall demand for train

16We start from the selection of observations used by Peer et al. (2016) for the estimation of RP models. In
this study, we however include RP and SP observations by participants who have no trip registered in either pre-
measurement or reward period, as well as observations from participants with a large difference in travel frequency
between pre-measurement and reward period.

17We repeated the estimations presented in Section 4 for multiple random samples, and found that the estimation
results barely differed.
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Figure 1: Distribution of selected RP-observations across the morning peak

travel among Dutch train commuters. Instead, it is an indication that those who can earn the
rewards most easily (i.e. those who do not have to change their scheduling behavior in order to re-
ceive the rewards) are relatively more likely to participate. Further descriptive evidence concerning
self-selection biases will be provided in Section 4.3.1, where the results of the participation model
are discussed.

4. Model estimations

4.1. Introduction
In this section, we first present the results of the independent estimation of two scheduling model

variants as introduced in Sections 3.4.1 and 3.4.2, respectively. The results of the scheduling model
with deterministic membership is displayed in Table A.9, whereas the results of the latent class
model are presented in Table A.10. We then proceed with presenting the results of the sequential
estimation as introduced in Section 3.4.3, consisting of the participation model and the scheduling
model. The results of the participation model are shown in Table A.11, and those of the scheduling
model in Table A.9.

All models are estimated using a pre-release version of Pythonbiogeme 2.4 (Bierlaire, 2006). To
find the global optimum, we run a series of randomly initialized estimations. Based on the identified
coefficient values, the estimations are clustered in order to identify (local) optima. The number
of estimations as well as the number of identified (local) optima are used to evaluate a stopping
criterion after which the optimum with the best log likelihood value is assumed to represent the
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global optimum. Both the clustering and the stopping criteria use an ad hoc heuristic. Robust
clustered standard errors are used. The estimation statistics for all models discussed below can be
found in Table 5.

4.2. Independent estimations
First, we estimate the independent model in which class membership is deterministic and deter-

mined by observed participation behavior (Section 4.2.1). This means, separate coefficient vectors
are estimated for participants and non-participants of the field experiment. Second, we estimate
a latent class version of this model, where the existing scheduling model is extended with two la-
tent classes for participants and two latent classes for non-participants. This model is presented in
Section 4.2.2.

4.2.1. Independent estimation (with deterministic class membership)
In this first model, we estimate RP-based coefficients for the scheduling model for the partici-

pants of the field experiment, and SP-based coefficients for both participants and non-participants
(the results are displayed in Table A.9). Across these three sets of estimated coefficients, we con-
sistently find that travel time and schedule delays (i.e. the earliness/lateness with respect to the
preferred arrival time) are the largest determinant of the scheduling decisions. In particular, we find
that for all three sets of coefficients it holds that the disutility associated with 1 hour of travel time
is larger than the disutility associated with 1 hour of schedule delay early, which in turn is larger
than the disutility associated with 1 hour of schedule delay late. Note that the same relationship
has been found in a similar field experiment targeted at car drivers (e.g. Peer et al., 2013, 2015).
The remaining coefficients have the expected sign, although not all of them are significant. We find
that the participants exhibit significant disutility from transfers in the field experiment (transfers
have not been included as attribute in the SP). The reliability and crowding coefficients are in-
significant in the RP domain18, but significant for the two sets of SP-based coefficients (except for
the coefficient for "slight crowding", βC3).

18See Peer et al. (2016) for a detailed overview of the possible reasons, which include low levels of variation in
the reliability and crowding attributes across the choice alternatives, travelers’ lack of awareness of the variation,
correlations between attribute values, endogeneity, and issues related to data quality.

Table 5: Estimation statistics

Statistic Independent Independent (LC) Sequential

participation scheduling

Model null log likelihood −19384.4 −19384.4 -655.0 −19384.4
Model final log likelihood −15956.0 −14904.6 -482.1 −15328.5
Number of model coefficients 22 46 37 30
Number of RP observations 4477 4477 4477
Number of SP observations 9450 9450 9450
Number of individuals 945 945 945 945
Number of converged estimations 7 21 7 39
Number of (sub)optima 1 3 1 6
Number of unconverged estimations 0 8 0 0
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Next, we compare the SP-based coefficient estimates for participants and non-participants.
Here, also a comparison in terms of the coefficient estimates, not only in terms of the valuations,
seems justifiable, as the experiment was the same for both groups, and hence we assume that the
scale (of utility) is not different. However, despite the SP-design being identical for participants and
non-participants of the field experiment, we find substantial differences in the coefficient estimates
across the two groups. The most striking difference appears in the reward coefficient (which is
usually interpreted as the marginal utility of income), which is more than four times higher for
the participants than the non-participants. Since the other coefficients differ by a much smaller
order of magnitude, also the SP-based valuations of the trip attributes are about four times as
high as the corresponding RP-based valuations. The lower marginal utility of income found for the
non-participants is clearly consistent with their decision not to participate in the field experiment:
since they gain less utility from an additional Euro of income, they are less inclined to participate.
We would have expected that the disutility from schedule delays is higher for non-participants,
which would also be a reason for not participating. However, that does not seem to be the case
in general: the coefficient for schedule delay early is higher among non-participants (in absolute
terms), but for schedule delay late actually the reverse is found. We find small differences in the
disutility from (heavy) crowding and unreliability, both being slightly higher among participants
(again in absolute terms). Also this is a plausible result, as commuters with a higher disutility from
crowding and unreliability will be more inclined to participate in a peak avoidance experiment.

Generally, we can conclude that the differences in SP coefficient estimates (specifically, the dif-
ference in the reward coefficient) between participants and non-participants imply that self-selection
is present in terms of behavioral preferences. However, based on the independent estimation we are
not able to tell to which extent the selection biases in terms of behavioral preferences are caused by
differences in observed characteristics. The sequential model will shed more light on this question.

We proceed with comparing the RP and SP estimates for the participants in more detail, in
order to identify possible differences between the scheduling behavior of the participants in real-life
and in the hypothetical setting. Note that the coefficients cannot be compared directly in terms
size, as the scale is expected to differ between the SP- and the RP-based coefficients. We find that
in general the monetary valuations are higher for the SP-based coefficients. We speculate that there
may be a hypothetical bias in the reward coefficient, which renders the reward coefficient higher
in the RP than in the SP setting. A plausible explanation is that participants react more strongly
to a real reward than a hypothetical one. The same result has for instance been found for the
peak avoidance experiment targeted at car commuters (Peer et al., 2013). Moreover, we find that
the ratio of the value attached to travel time reductions and the value attached to schedule delay
reductions is substantially higher in the RP than in the SP domain (2.9 vs. 1.7 for schedule delay
early, and 3.7 vs. 2.2 for schedule delay late, respectively). Also that result is consistent with the
findings of Peer et al. (2013). A possible reason is that the scheduling restrictions may appear more
binding (and hence more costly) in the hypothetical setting.

While the SP and RP valuations for the participants are not identical (which is consistent
with most studies that compare SP and RP estimates), we can still conclude that the elicited SP-
preferences are a good representation of the real-life (RP) preferences of the participants. First,
the differences are fairly small in absolute size (in the range of a few Euro). Second, the relative
importance of the trip attributes is very consistent between SP and RP: in both data sources, travel
time is valued highest, then followed by schedule delay early and schedule delay late. The valuations
of the remaining attributes are of relatively minor size. The latent class model presented in the
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following section will allow for further insights into the comparability of SP and RP estimates for
the participants.

4.2.2. Independent estimation with latent classes
The model discussed in this section (see Table A.10) is identical to the one discussed in the pre-

vious section, with the exception that for both participants and non-participants two latent classes
(instead of one class each) are introduced. The latent classes capture unobserved heterogeneity
within each of the two groups.19 The class membership equation is simulated using a constant
probability density, and hence is not determined by any socio-economic variables or similar.20

We find that main results of the model discussed in the previous section remain valid also
when heterogeneity is explicitly taken into account. Specifically, the SP-based reward coefficient is
again significantly smaller for both latent classes of non-participants than for both latent classes
of participants. Nevertheless, the results also hint at significant heterogeneity within the group of
participants as well as the non-participants.

For the non-participants, we find a large degree of heterogeneity with respect to the travel time
and schedule delay coefficients: the first class exhibits a high degree of disutility from schedule
delay late and a limited disutility from travel time, whereas the second class has a relatively high
disutility from earliness and from travel time. Since the reward coefficients for the two classes of
non-participants are quite similar, this finding translates also into heterogeneity in terms of the
valuations attached to reducing travel time and schedule delays.

Also for the participants the reward coefficients of both classes are very close to each other.
Moreover, participants appear to be rather uniform with respect to the value attached to reducing
travel time and schedule delays in the RP domain. Heterogeneity can mainly be observed in the SP
domain concerning the scheduling valuations: the first class of participants values schedule delay
late significantly higher than schedule delay early, while the reverse is true for the second class.
For the participants, we can moreover observe that on average the SP and RP valuations converge,
compared to the independent estimation without latent classes, implying that heterogeneity may
be one of the reasons why SP and RP valuations differ.

4.3. Sequential estimation
In the sequential model estimation, the (probabilistic) membership of the two classes (partic-

ipants and non-participants) is simulated by the participation model.21 Class-specific coefficient
vectors β and γ are identified. Note that this estimation methodology allows us to derive RP
coefficients also for the class of non-participants based on the RP behavior of participants, as is
in the membership simulation for every person a strictly positive probability is associated with
both classes. The results of the participation model are discussed in Section 4.3.1 and those of the
scheduling model in Section 4.3.2.

19Also a higher number of latent classes than two has been tested, however, the size of one latent class becomes
quite small then, leading to insignificant coefficients and unstable optima (i.e. a large number of sub-optima with
similar log likelihoods, but fairly different coefficient values).

20The class membership probability is computed at the person-level and hence equal across all (SP and RP)
observations available for one person. The constant has been chosen after it has been verified that heterogeneity is
mainly driven by unobserved factors rather than the variables considered in the participation model.

21We tried to estimate also a model with a latent class structure (similar to the one discussed in Section 4.2.2),
however, it turned out to be too demanding on the data.
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4.3.1. Participation model
Table A.11 presents the results of the participation model, which aims at explaining the partic-

ipation decision using socioeconomic variables, characteristics of the usual travel behavior, schedul-
ing preferences and scheduling restrictions. All 37 explanatory variables have been defined as
dummies. Besides the estimation results, the table also presents the sample averages for these
dummies.

The model results indicate that significant self-selection biases with respect to some of the 37
included variables are present. When looking at both the sample averages and the estimation
results, one can observe that some variables exhibit fairly large differences in terms of the sample
averages, but turn out insignificant in the (multivariate) participation model. In our elaborations
below, we put the focus on those variable groups within which at least one or more coefficients
are significant at the 5% level in the participation model, as due to the large number of estimated
coefficients not each coefficient can be discussed separately.

As expected, we find that those persons who can earn rewards more easily are more likely to
participate. First, participants are more likely to face less stringent (work-related and private)
scheduling restrictions than non-participants (x21 − x27), which renders it easier to shift their
departure times to off-peak hours in order to collect the rewards.22 Second, participants have a
higher probability of having their usual scheduled departure time outside the peak hours (x13−x14)
than non-participants.23 In that case, little or no adaptation of their schedules is necessary for
receiving the rewards. Third, also the preferred departure time of the participants is more likely
to be located outside peak hours (x17 − x18) than among non-participants, which again decreases
the costs of participation as it is attractive to the participants to travel outside peak hours.24 Note
that these first three categories of variables may be endogenous to some degree. Nevertheless, we
find that dropping these variables barely affects the results of the remaining coefficients of the
participation model, and neither the coefficients of the scheduling model (see Section 4.3.2).

Moreover, participation is positively correlated to travel frequency (specifically, participants are
more likely to commute 5 days/week than non-participants), as a higher number of weekly trips
also implies a higher number of opportunities to gain the rewards for off-peak travel (x31). Finally,
participants are also less likely to have administrative jobs or to be active in the service sector than
non-participants (x9 − x12).25 A plausible explanation is that these jobs are typically associated
with fairly inflexible working (start/end) hours.

Besides the above mentioned variables, we also controlled for various other socio-economic
variables, such as income, education, household structure, most of which are not significant in the
participation model. One exception is that participants are more likely to be member of the lowest
income class (x1), possibly rendering the rewards more attractive to them due to a higher marginal
utility of income. The other exception is that participants are more likely to have a higher education
level than non-participants (x5). A plausible explanation may be that highly educated individuals
are more interested in participating in scientific experiments, but also that they tend to have more
flexible jobs (which may not fully be captured by the questions concerning scheduling restrictions

22Although for all 7 variables it is true that participants are more flexible than non-participants, only two are
significant at the 5% level in the participation model.

23While this is true for the morning and evening off-peak hours, only the evening off-peak hour is significant at
the 5% level.

24Again, the coefficient is only significant at the 5% level for the preferred departure time during the evening
commute.

25Note that the reference category corresponds to "management" professions.
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in contained in x21 − x27). Finally, we find that ownership of a 1st class travel pass is positively
correlated to participation (x34).

We can conclude that the participation model yields plausible results, which indicate that
the decision to participate in the field experiment has generally been taken on rational grounds.
It implies that participants and non-participants are significantly different from each other along
various (observable) dimensions. Clearly, the predictive power of the model is not perfect. However,
it provides a valid indicator for the participation likelihood of a specific person. Moreover, it is
interesting to note that most variables that turned out significant are variables that can typically
only be gathered via dedicated surveys (e.g. scheduling restrictions, usual travel behavior) rather
than from pre-existing databases that typically only include socio-economic variables.

4.3.2. Scheduling model
Table A.9 displays the results of the scheduling model that is part of the sequential estimation.

As the participation decision is not predicted perfectly, the differences in the estimated coefficients
across the two classes are not as distinct as in the independent models. However, since we still
find significant differences between the coefficients associated with the two classes, we can conclude
that selection biases with respect to observable characteristics and selection biases with respect
to the underlying preference structures are correlated with each other. More specifically, we can
confirm that the reward coefficient shows a similar pattern in the RP domain as in the SP domain:
we find that the reward coefficient is higher for the class of participants than for the class of non-
participants both in the SP as well as in the RP domain. Also the estimates for the other coefficients
are largely consistent with the findings of the previous model. We find that the selection biases in the
observed and unobserved characteristics (preferences) are correlated with the participation decision;
otherwise we would not find significant differences between participants and non-participants.

Comparing the SP results obtained in this sequential estimation to the ones in obtained in
the independent estimation, we observe that the behavioral difference (captured by the scheduling
model) between the classes (participants and non-participants) is understated. As noted before,
these are two consistent estimates of the same behavioural model (see Appendix A), with only the
independent estimation approach delivering efficient estimates. Hence we expect the differences
obtained for the RP results to be understated to a similar extent when using the (same) inefficient
estimation approach.

As noted before, the sequential estimation can be interpreted as an application of propensity
score matching, hence this methodology suffers from the same limitation of delivering inefficient
estimates and as a result underestimating behavioral differences between the classes.

5. Simulations

In this section, we will use the models estimated in the previous section to simulate behavior of
participants and non-participants as a function of reward levels. The aim is to gauge the behavioral
adaptations made by non-participants and to assess how this is different from how participants
behave.

5.1. Behavioural indicators
In our simulations, we will use the probability of choosing a departure time in the peak hour

interval as the relevant behavioral indicator, as it corresponds to the (expected) share of peak trips.
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We will calculate this probability in two ways. A first indicator Ppart exclusively uses the choice
coefficients β1, γ1 of the class of participants:

Ppart =

∑
n

∑
m

∑
j pjmnPs(j|Zmn;β1, γ1)∑

n

∑
m 1

(16)

with pjmn = 1 if alternative j in choice situation m by person n has an in-peak scheduled departure
time, and pjmn = 0 otherwise. The change in Ppart as a function of the reward level can be consid-
ered as an upper limit to behavioral adaptation. A second indicator Pnonpart similarly exclusively
uses the choice coefficients β0, γ0 of the class of non-participants:

Pnonpart =

∑
n

∑
m

∑
j pjmnPs(j|Zmn;β0, γ0)∑

n

∑
m 1

(17)

The change in Pnonpart as a function of the reward level can be considered as a lower limit to
behavioral adaptation.

5.2. Reward Scenarios
For a series of reward scenarios both behavioral indicators Ppart and Pnonpart are calculated.

For our simulations we use the levels of the independent variables Xn and Zmn in the observational
dataset used for model estimation, and set the reward variable arbitrarily, to define the different
simulation scenarios.

In Table 6 we present the value of both behavioral indicators for different levels of the reward
variable for a series of scenarios defined by (overlapping) selections of observations:

• observations by participants (observed participation: In = 1)

• observations by non-participants (observed non-participation: In = 0)

• observations by probably participants (observed participants with a high probability of par-
ticipation: In = 1 and P2(1|X∗n;α) > 0.5)

• observations by maybe participants (observed participants with a low probability of partici-
pation: In = 1 and P2(0|X∗n;α) ≥ 0.5)

For each selection of observations we simulate the behavioural indicators for three levels of the
reward variable. In the reference scenario we set the reward variable ZR to zero for all observations.
Subsequently we simulate behavior with the reward variable ZR set at 2€ and 4€ for all obser-
vations. The combination of the three off-peak reward levels and four selections of (independent
variable levels of) observations delivers twelve simulation scenarios.

For each of the twelve scenarios both behavioral indicators will be calculated using the behavioral
coefficients (βc, γc) of the independent model (without latent classes) as well as of the sequential
model.

We will present separately simulations based on RP-observations (used to estimate the coefficient
vectors γc) vs SP-observations (used to estimate the coefficient vectors βc).
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Table 6: Simulations (results for 2€ reward levels not shown)

model indicator independent variable scenario (selection of observations and reward level)

participants non-part. probably part. maybe part.

0€ 4€ 0€ 4€ 0€ 4€ 0€ 4€

stated preference
independent Pnonpart 53,5% 51,0% 53,2% 50,7% 53,5% 51,0% 53,5% 50,9%

Ppart 53,5% 42,6% 53,2% 42,3% 53,5% 42,6% 53,3% 42,4%
sequential Pnonpart 54,0% 48,1% 53,7% 47,7% 54,0% 48,1% 54,1% 48,2%

Ppart 52,7% 44,8% 52,6% 44,6% 52,8% 44,9% 52,4% 44,5%

revealed preference
independent Pnonpart

Ppart 66,9% 43,8% 65,2% 41,8% 71,9% 49,4%
sequential Pnonpart 62,9% 47,6% 60,6% 45,1% 69,6% 54,6%

Ppart 64,3% 44,3% 62,6% 42,7% 69,2% 48,9%

Table 7: Simulations (change vs corresponding 0€ reward scenario expressed in percentage point)

model indicator independent variable scenario (selection of observations and reward level)

participants non-part. probably part. maybe part.

2€ 4€ 2€ 4€ 2€ 4€ 2€ 4€

stated preference
independent ∆Pnonpart −1.3 −2.5 −1.3 −2.5 −1.3 −2.5 −1.3 −2.5

∆Ppart −5.5 −10.9 −5.5 −10.9 −5.5 −10.9 −5.5 −10.9
sequential ∆Pnonpart −2.9 −5.9 −3.0 −5.9 −2.9 −5.9 −3.0 −5.9

∆Ppart −4.0 −7.9 −4.0 −7.9 −4.0 −7.9 −3.8 −7.9

revealed preference
independent ∆Pnonpart

∆Ppart −11.2 −23.2 −11.5 −23.4 −10.6 −22.5
sequential ∆Pnonpart −7.4 −15.4 −7.5 −15.5 −7.1 −14.9

∆Ppart −9.7 −20.0 −9.7 −19.9 −9.5 −20.2

Table 8: Subselection of participants in simulation

Selection Definition Individuals RP SP

Indiv Obs Indiv Obs

participants In = 1 447 447 4477 447 4470
probably participants (P2(1|X∗

n;α) ≥ 0.5)&(In = 1) 329 329 3308 329 3290
maybe participants (P2(0|X∗

n;α) > 0.5)&(In = 1) 118 118 1169 118 1180
non-participants In = 0 498 0 0 498 4980
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5.3. Simulation results
The results of the simulations are presented in Tables 6 (peak trip shares) and 7 (change in

peak trip share resulting from the introduction of a reward). The columns each represent a simu-
lation scenario (choice situations defined by values of the independent variables), whereas each row
represents a set of consumer preferences (defined by a coefficient vector estimated in Section 4).

For stated preference the initial share of peak trips (reward level 0€) is very similar across the
different scenarios (between 52.4% and 54.1%; see Table 6). This is caused by the design of the
SP survey. For any scenario the difference in initial share of peak trips between the two indicators
Ppart and Pnonpart is small (between 0.0pp and 1.7pp). When the reward is set to 4€, a reduction
in peak share (compared to the corresponding 0€ reference scenario) results for all indicators and
scenarios (−10.9pp for the independent model and −7.9pp for the sequential model; see Table 7).

For revealed preference based simulations not all scenarios can be defined: the Pnonpart indicator
cannot be determined for the independent model as we do not have an estimation for the corre-
sponding model coefficient vector γ0. Similarly the scenarios based on (the levels of independent
variables of) observations by non-participants cannot be defined, as we lack any such observations.
We do observe that the initial share of peak trips is larger for participants with lower values for
P2(1|X∗n;α) (maybe participants; initial peak share between 69.2% and 71.9%; see Table 6) com-
pared to those with larger probabilities of participation (probably participants; initial peak share
between 60.6% and 65.2%) as simulated by the estimated participation model. This is in line with
expectations. When the reward is set at 4€, a reduction in peak share results for all indicators
and scenarios (between −14.9pp and −23.4pp; see Table 7). This reduction is bigger than for the
corresponding SP-scenario.

The use of the different scenarios based on different selections of observations is to study the
impact of the initial peak shares (at 0€ reward) on the reduction in peak travel when a reward is
introduced (expressed by ∆Ppart and ∆Pnonpart). From Table 7 it becomes obvious that even when
these initial levels are different, the impact of a reward on the peak shares is (almost) identical across
scenarios based on different selections of the observations (i.e. in Table 7 the columns for probably
participants are almost identical to the columns for participants, and so on). In the subsequent
discussion of variation in ∆Ppart and ∆Pnonpart across different scenarios, models, and SP vs RP,
we will limit to the scenarios defined by the (levels of the independent variables in) observations
from participants (the two leftmost columns of Tables 6 and 7).

Focusing on the indicators based on the sequential model, we observe that ratio of the reduction
in peak share (expressed in percentage point and presented in Table 7) between ∆Pnonpart and
∆Ppart is very similar for the stated preference and revealed preference simulations: 74.4% (−5.9/−
7.9) vs 76.8% (−15.4/−20.0) (at 4€ reward). This result is not implied by the model specification,
and is hence a genuine behavioural observation.26 For the independent model we can only calculate
this ratio for the stated preference simulations, and we find a lower value 23.4% (−2.5/ − 10.9).
If we assume that also for this model the ratio is similar for revealed preference, we may expect a
reduction in peak share of 5.4pp for ∆Pnonpart compared to the simulated 23.2pp for ∆Ppart (at
4€ reward). The lower value identified by the independent model could be considered as a lower
boundary whereas the higher value from the sequential model the represents an upper boundary

26This finding means that the reaction to a reward is to a similar extent stronger in RP situations compared to
SP situations for travellers with a lower simulated participation probability (a factor of −15.4/− 5.9 = 2.6 stronger)
compared to travellers with a higher simulated participation probability (−20.0/− 7.9 = 2.5).
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for the reduction in peak trips among non-participants, which is hence expected to be between 25%
and 75% of the reduction among participants.

From the simulations it becomes clear that the sequential model (which is equivalent to a
distributed propensity score approach) underestimates (compared to the independent model) the
differences in behavior between participants (∆Ppart) and non-participants (∆Pnonpart) in a stated
preference setting. As discussed in Appendix A both models correspond to different estimations
of the same integrated behavioural model, and both deliver consistent estimates but only the
sequential model is an efficient estimate of the underlying integrated model. The sequential model
is not efficient in estimating the integrated behavioural model because of the limited predictive
power of the participation model identified in this study, which results in a different estimate for
the class-specific scheduling models (participants vs non-participants).

Another cause of the differences identified may be found in the stochastic nature of the par-
ticipation decision in the sequentially estimated model that allows for some other heterogeneity
(unrelated to the participation decision) to be picked up by the scheduling model (which would
point to the independent model without latent classes being a simplification and hence a misspecifi-
cation). This explanation seems to be supported by the better scheduling decision likelihood of the
sequentially estimated model (−15328.5 vs −15956.0 for the independent model; see Table 5), and
may also underpin the observation that for the revealed preference observations the sequentially
estimated model obtains weaker responses as a result of the reward for both indicators compared
to the independent model.

6. Conclusions

This paper shows that self-selection biases in field experiments can be well identified by means
of collecting additional, complementary data from stated preference (SP) experiments from par-
ticipants and non-participants of a field experiment. We estimate multiple models, in which the
first stage models the decision to participate in the field experiment, and the second stage models
the behavior of participants in the revealed preference (RP) and the SP experiment, and of non-
participants in the SP experiment. In contrast to existing methods (e.g. propensity score matching,
Heckman selection model), this setup is especially well suited for revealing selection biases with
respect to the underlying preference structures.

We applied this approach in the context of a peak avoidance experiment, in which train com-
muters were able to receive rewards for traveling outside peak hours. Such time-differentiated prices
are often a more cost-efficient alternative to the typically very costly expansions of train and network
capacity. The reward experiment was successful in shifting trips from peak- to off-peak periods: the
relative share of morning peak trips among participants dropped by 33% as a result. However, this
result should not be generalized to the wider population of Dutch train commuters, as we find that
participants of the field experiment differ significantly from non-participants, due to the presence
of substantial self-selection biases: persons who could earn the rewards for off-peak travel more
easily (e.g. due to less stringent scheduling restrictions, a higher commuting frequency) are found
to be more likely to participate. Moreover, we find that participants have a significantly higher
marginal utility of income than non-participants, implying that the monetary valuations of the
trip attributes are significantly lower among participants. Simulation results then indicate that the
reduction in peak trips among non-participants is expected to be between 25–75% of the reduction
among participants. We found that the result based on estimations equivalent to a propensity score
matching approach corresponds to the upper bound of this interval. It implies that the propensity
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score matching approach obtains a low value for differences in behavior between participants and
non-participants.

The results have strong policy implications that clearly exceed the scope of pricing experiments
in transportation. Especially the selection bias with respect to the marginal utility of income is
highly policy-relevant, and we are not aware of any earlier research focusing on this specific aspect of
selection bias. The lack of research probably results from the fact that the marginal utility of income
cannot be observed directly from standard surveys (unlike socio-economic characteristics, but also
unlike "softer" characteristics like attitudes that can in most cases be derived from questionnaires).
Biases in the marginal utility of income can have severe consequences when the marginal utility of
income is used as an input to policy appraisals, for instance, in forecasts of the effects of pricing
policies, welfare aggregations, or when used to derive monetary valuations of decision attributes.

Our results also have implications for the future design of field experiments. They provide a clear
indication that self-selection biases in field experiments must be identified and corrected in order
to ensure the generalizability of the results. Clearly, it is favorable if the avoidance or reduction of
self-selection biases already happens ex ante (i.e. before the conduction of the experiment), rather
than ex-post as in this study. In some cases if might be feasible to make participation obligatory,
or to make it so attractive that (almost) all invited persons participate (e.g. by offering generous
(behavior-independent) rewards for participation). If such ex ante measures are not feasible, our
study shows that the conduction of complementary SP experiments is very insightful as underlying
selection biases with respect to behavioral preferences can be well identified. If our approach is
followed, well-designed SPs that are highly consistent with the RP setting are crucial for limiting
hypothetical biases that drive SP and RP estimates apart.

More generally, our model provides evidence on how participation behavior and behavior in
a reward experiment (both in the RP as well as in the SP setting) are related to each other.
Here, we use the knowledge about this relation mainly to predict how non-participants would have
behaved if they had participated in the field experiment. However, it would also be an interesting
exercise to try inferring participation behavior in the field experiment from the participants’ and
non-participants’ behavior in the SP.

Appendix A. Integrated behavioural model

In this appendix we show how the independent and the sequential estimation discussed in Section
3.4 derive mathematically from a single behavioral model. This model is defined by integrating the
scheduling model and the participation model presented in sections 3.2 and 3.3 (see figure A.2).

In the integrated model the participation model is defined by the distributed latent variable
X∗n (equation (6)) and the probability mass function P2(In|X∗n;α) (equation (8)) of participation
observation In. The scheduling model is defined by the alternative-specific utilities Ujmn (equation
(2)), with the coefficient vectors β (for SP) and γ (for RP) binomially distributed with a prob-
ability mass function Pm(c|Xn;α), leading to the class specification defined by expression (5) for
the probability mass function P1(y1n, . . . , yMn|Zn, Xn;α, β0, β1, γ0, γ1) of the scheduling decisions
y1n, . . . , yMn by individual n. In our application we use for Pm the same probability mass function
as for P2, implying that the classes in the scheduling coincide with these of the participation model
(one class for participants and one for non-participants).

For the further discussion of the estimation of the integrated model it is of use to note that
the integrated model defined here is mathematically equivalent to an integrated choice and latent
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Figure A.2: Integrated scheduling and participation model

variable model (ICLV), where the participation model is the latent variable model, and the schedul-
ing model is the choice model. In an ICLV model the dashed lines in figure A.2 would represent
the measurement equations, and the solid lines the structural equations. Walker (2001) discusses a
number of ways to estimate integrated choice and latent variable models, including the simultaneous
and the sequential estimation.

A simultaneous estimation of the integrated scheduling and participation model implies simulta-
neously identifying values for the all coefficients α, β, γ and λ that maximise the joint log likelihood
LL:

LL =
∑
n

ln

∫
φ(ω − λXn)︸ ︷︷ ︸

pdf of ω

·P1(In|X∗n;α)︸ ︷︷ ︸
participation

·P2(y1n, . . . , yMn|Zn, X∗n;α, β0, β1, γ0, γ1)︸ ︷︷ ︸
scheduling

dω (A.1)

=
∑
n

ln

∫
φ(ω − λXn) · P1(In|X∗n;α)

∑
c=0,1

P1(c|X∗n;α)
∏
M

Ps(ymn|Zmn;βc, γc) dω︸ ︷︷ ︸
LLn

(A.2)

As P1(In|X∗n;α) is a binary function of ω (see equation (8)), we can solve the integral (as a
definite integral over the interval where P1(In|X∗n;α) = 1) and express the joint log likelihood LLn
of the observations In (participation) and y1n, . . . , yMn (scheduling) by person n using the standard
normal cumulative distribution function Φ:

LLn =


ln [Φ(α− λXn)] +

∑
m

lnPs(ymn|Zmn;β0, γ0) if In=0 (non-participant)

ln [1− Φ(α− λXn)] +
∑
m

lnPs(ymn|Zmn;β1, γ1) if In=1 (participant)
(A.3)

The first term is the log likelihood of the participation model, whereas the second term is only
a function of the coefficient vectors βc and γc, with each βc and γc estimated on the observations
provided by the corresponding class of participants c. As a result it is possible to estimate the
participation model and both scheduling models (participant vs non-participant) independently,
hence our reference to these estimations of the scheduling models as the "independent" ones.
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The simultaneous estimation is both efficient and consistent, as pointed out by Walker (2001)
for the integrated choice and latent variable model. Our dataset however does not allow the (simul-
taneous) estimation of a coefficient vector γ0 for non-participants due to a lack of RP observations
by respondents with revealed non-participation behaviour.

In a sequential estimation we first estimate the participation model and next the scheduling
model as discussed in Section 3.4.3. The estimation of the participation should deliver the same
results for both approaches, as is easily observed by comparing equation (A.3) to equation (12).

As noted by Walker (2001) for the integrated choice and latent variable model, the sequential
estimation (with integration of the choice model over the distribution of the latent variable) is
consistent but not efficient. An advantage of this estimation methodology is however that we
obtain two vectors of coefficients γc even if we have RP scheduling observations only for one class
(conditional upon having participation observations for both classes): in the second step each
respondent has a strictly positive probability of membership of both classes.

Finally note that the sequential estimation is mathematically equivalent to that of a (distributed)
propensity score, where X∗n is the propensity score.
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